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Abstract. Blockchains supporting execution of complex programs are at present
limited to intrachain interactions, without involving a trusted third party. A
completely end-to-end-decentralized oracle system would allow such blockchains to
safely accept and process arbitrary information from the outside world in a manner
that does not require trust in or permission from any singular entity. An oracle
design is proposed that decides on the outcome of binary propositions by employing
a stake-based voting scheme. Voters are incentivized to vote honestly by being
rewarded for agreeing with a majority. The effects of degenerate distributions in
the truthness or falseness of input propositions are eliminated through random
matching. This oracle design is incorporated into an end-to-end-decentralized,
blockchain-agnostic architecture.

1 Introduction

Prior to the introduction of Bitcoin [Nak08], online commerce relied almost exclusively on trusted
middlemen acting as payment processors between parties. Bitcoin provided the first-ever solution to the
double-spending problem by using novel economic incentives, and popularized the use of blockchains,
append-only distributed databases that consist of a hash-linked chain of grouped transactions. Any
user may submit transactions to the system, which in Bitcoin are classically interpreted as monetary
transfers between a sender and a recipient (though in modern use transactions may also be interpreted
as simple scripts). This system has been extended beyond monetary transfers to support Turing-
complete smart contracts [Woo18], programs whose execution can be verified by all participants.

While smart contracts are executed in a decentralized manner, the manner in which a contract’s
functions are called is not. Contract calls must be initiated by a user-created transaction, which
specifies a function to call and the inputs to that function. Without relying on a trusted authority for
external data, fully-decentralized contracts are thus limited to operations on data that exists within
the chain e.g. monetary transfers of tokens minted on-chain. This is known as the oracle problem:
getting external information e.g. the current weather, or the host of the next Summer Olympic Games,
onto a blockchain. The most commonly used solution to this problem today is to simply explicitly rely
on a trusted notary as a source of reliable off-chain data.

The first oracle system that solves this problem in a decentralized manner without placing undue
burden on users is Astraea [ABV+18]. A complete description of this system, along with an analysis
of its unique properties over previous oracle systems, is provided in Section 2. Building upon Astraea,
this work’s contributions are as follows:

1. This work extends the original Astraea oracle design to more rigorously handle the special case
of the verifier’s dilemma (Section 3).

2. Additionally, this work defines the concept of end-to-end decentralization and presents a system
architecture for implementing an oracle under such constraints (Section 4).

3. Finally, the requirements of an economic model for fair distribution of control in an end-to-end
decentralized system are presented (Section 5).
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2 Related Work

Centralized oracle services, such as Oraclize [Ora], have existed in production for several years, and
provide a means of injecting trusted external data into a blockchain. For added security, these ser-
vices may be augmented with cryptographic proofs that their provided data has not been tampered
with [ZCC+16]. However, if a centralized oracle service were to go offline for a period of time, or
intentionally provide misinformation, users of the service would have no recourse and may not even be
able to detect such cases.

Decentralized oracle schemes based on Truthcoin [Szt15], such as the Ethereum-based Augur [PKZ+18],
require users to be online at regular intervals to vote on the outcome of prediction markets. If a user
is not available to vote at times dictated by the protocol, they may find their holdings slashed as
a penalty. Given variable and inconsistent availabilities among users, this will invariably alienate a
significant fraction of the general population from participating. Alternatively, the time window for
closing markets must be made excessively long in order to accommodate a more diverse set of users.

Astraea [ABV+18] is the first proposed proper oracle system that is both decentralized and does
not impose such a burden on users. Before diving head-first into the details of its unique properties, a
detour must first be made to discuss the verifier’s dilemma [lTK+15]. The verifier’s dilemma can be
generally described as an unwillingness to perform the work of verifying the correctness of some task.
This manifests when, due to the very presence of verifiers, tasks will (barring any implementation
bugs) always be completed correctly, which results in no incentive for verifiers to do any work. Teutsch
et al.’s Truebit [TR17] resolves this incentive misalignment by allowing users to intentionally submit
provably incorrect results to deterministic off-chain computations.

A näıve voting-based oracle system would be to allow any user to vote on a binary proposition (i.e. a
question with only two outcomes, generally true/false) by attaching a monetary stake with their choice
of the outcome for a proposition. Users would be rewarded for agreeing with the majority of stake
and penalized—by having their stake slashed—for disagreeing with the majority stake. This system
would be extremely simple to implement and could in fact be used as a rudimentary decentralized
oracle, but is not without issue. Specifically, this scheme is vulnerable to a special case of the verifier’s
dilemma: the degenerate case of all users voting for a “true” (resp. “false”) outcome every time since
propositions are almost all “true” (resp. “false”). This would allow users to always be rewarded and
never penalized despite the system not functioning to its fullest capabilities. Astraea provides an
economic partial solution for this case by introducing a new class of participants to the system, which
serve an identical purpose as the provably incorrect submissions in Truebit. Other issues with the
näıve scheme, which Astraea resolves, are discussed in more detail in the next subsection.

2.1 Astraea

The Astraea oracle system [ABV+18] is an improvement over the näıve voting-based oracle described
above. A general overview of Astraea is presented here, as it will be extended in Section 3. It is
expected that the reader has studied the original paper before reading this work. The original oracle
proposal by Adler et al. has numerous desirable features, namely:

1. The system is simple to implement and analyze.

2. Users are not required to identify themselves to prevent Sybil attacks; the system is completely
permissionless and is entirely stake-based.

3. Random proposition assignment provides a configurable resistance to the cost of manipulation
of individual propositions.

4. Astraea is highly parametrized and can be configured easily for a vast number of different security
and latency requirements.

5. The special case of the verifier’s dilemma is partially resolved through economic incentives.

6. Unlike Truthcoin-like schemes, users are not required to participate in the system lest they incur
penalties. Users are free to join and leave the system at will.
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Users in Astraea may participate in one or more of three groups: submitters, voters, and certifiers.
There are no constraints on individual account participation, as only monetary stake is used for all
decisions in the system.

The aptly-named submitters submit new propositions to a global proposition list, P , of fixed
size |P |. Submitters can be thought of as entities that “want the answer to a question recorded
on the blockchain.” Each proposition pi ∈ P has attached to it a bounty Bi, provided (possibly non-
exclusively) by the submitter that submitted the proposition. These bounties are used to pay honest
voters and fund certifier reward pools, the latter of which will be discussed later in this section.

Voters, the core component of Astraea’s oracle mechanism, ultimately decide on the truthness or
falseness, i.e. outcome, of propositions. In order to vote, a voter i must first ask the system for a
random proposition from the proposition list, pr, by committing a bonded stake s. The specific random
number generation scheme is an implementation detail and is thus appropriately omitted. The voter
will then cast their vote for assigned proposition pr with choice v ∈ {T, F,Ø}, and the system will set
si,r,v ← s. The assignment of a random proposition to voters, rather than allowing voters to self-select
which propositions to vote on, is one of Astraea’s key novelties over previous oracle proposals. Given a
parametrizable proposition list size, the amount of voting power required to manipulate the outcome
of a single proposition is thus scaled by a factor of the proposition list size—which could be arbitrarily
large, limited in practice only by the number of participants in the system.

Certifiers decide on when rewards are paid out to voters (but not penalties), and are used to
discourage the degenerate behavior of voters all lazily voting towards a single outcome. Unlike voters,
certifiers choose which propositions to certify, and are required to place a large stake as their bond in
case of misbehavior. A certifier i would place a certification stake σi,j,c for the proposition pj they
want to certify, with choice c ∈ {T, F}.

Voters that agree with the majority of voting stake on the outcome of a proposition are eligible to be
rewarded, where rewards are paid by the proposition’s bounty; voters that disagree with the majority
of voting stake are always penalized. To actually be rewarded, these eligible voters must additionally
agree with the majority certifying stake. Certifiers are rewarded for agreeing both with the majority of
voting stake and certifying stake, but their rewards are paid from the certifier reward pools—one pool
for each {T, F}. They are penalized for disagreeing either with the majority voting stake or majority
certifying stake. Certifier reward pools are funded symmetrically from penalties extracted from the
system, but are consumed asymmetrically: certifiers that are rewarded for a proposition with a true

(resp. false) outcome are paid from the true (resp. false) reward pool.
The asymmetric consumption of the reward pools is needed to combat the special case of the veri-

fier’s dilemma, where all voters would vote one way exclusively. Since certifiers are only paid out from
the reward pools, they are incentivized to seek out propositions with an outcome that would maximize
their payout—they may even go so far as to submit propositions of their own if the imbalance in the
values of the pools grows large enough. The expectation is that over a large number of propositions,
this scheme would incentivize the number of true and false propositions to be relatively balanced,
as that would maximize the payouts to voters and certifiers alike.

It should be noted that while this scheme greatly reduces the problems of the special case of the
verifier’s dilemma, it does not completely eliminate them. Given that reward pools are funded through
penalties, the value of each pool will, at most times, be non-zero. Therefore the system could lazily
vote and certify towards a single outcome in perpetuity and collect a non-zero reward. To completely
eliminate the special case of the verifier’s dilemma, the payout must be zero in the degenerate case
of lazy voting. A modification of Astraea is presented in Section 3 that guarantees this property, but
is otherwise functionally almost identical to Astraea’s oracle mechanism. In practice, this distinction
should not matter, as a tiny payout that is effectively zero will have the same effect on voter and
certifier behavior as a payout that is exactly zero, but a scheme that provides a strong guarantee is
nevertheless desirable.

The above system description has many configurable parameters, from maximum voting stake, to
minimum certification stake, to proposition list size, to majority function, that can be tweaked for
different application needs. If high security of the outcome against manipulation is needed e.g. for
dispensing insurance policies, the proposition list can be made large and a supermajority of stake
needed for agreement. If low latency is desirable but security is of less concern e.g. in data annotation
for machine learning, stake limits can be lowered and a simple majority of voting stake can be set.
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3 Voting Mechanism

Astraea’s most salient shortcoming is its lack of guarantees in resolving the special case of the verifier’s
dilemma. The modified voting mechanism in this section is both simpler and provides a concrete
guarantee that the system will not payout on degenerate voting behavior.

In Astraea, certifiers exist with the sole purpose of incentivizing the system, and by extension
voters, to select among all choices ∈ {T, F,Ø}. However, they are not strictly needed, as voters can
be self-incentivized to do this. In this new system, certifiers are removed entirely, and only submit-
ters and voters remain. Submitters fulfill the same responsibilities as in Astraea, namely submitting
propositions.

Voters, when initially asking for a proposition from the system by staking a bond, instead receive two
random propositions, i.e a proposition pair. Their votes for both of the propositions in the proposition
pair are cast simultaneously. Voters are rewarded for each proposition in the pair independently; for
a proposition in which their vote agrees with the majority of voting stake, a voter is eligible to be
rewarded. They are penalized for disagreeing with the majority of voting stake by having their bond
slashed.

Voters eligible for rewards are only rewarded if their choices for the two propositions differ; their
staked bond is simply returned to them otherwise. Rewards for each voter can be calculated as the
proportion of each voter’s eligible stake and the proposition’s bounty. Complete analysis of the system
and oracle outcomes follows readily from that presented in the Astraea paper, and will not be repeated
here.

It is trivial to see that the above mechanism will not pay out any rewards if the system is voting
exclusively towards a single outcome, and is therefore guaranteed to not be susceptible to the special
case of the verifier’s dilemma.

4 Platform Architecture

The oracle core described in Section 3 can be a component of any oracle platform architecture. This
section introduces such an extensible architecture, then frames it in the context of end-to-end decen-
tralization.

Given the configurability of the oracle core’s parameters for different applications, a different oracle
core can essentially be used for each application that needs to make use of external data. Each core
can be associated with a clique, a grouped stream of propositions with similar origins, destinations,
requirements, and properties. E.g. a different clique can be used for each of: data annotation for
machine learning, peer review of scientific papers, or the winners of the World Series. Propositions
can then be uniquely identified by the tuple of unique clique ID and unique proposition ID within that
clique.

4.1 End-to-End Decentralization

An end-to-end decentralized system is one in which each of its components is decentralized. A de-
centralized component is characterized by no party having more inherent control than any other—the
converse, centralization, can manifest in the form of requiring trust in an authority to keep the process
running, needing permission to participate in the system, or from a party having asymmetric access to
tokens in a stake-based system. This is in contrast to the many systems that claim to be decentralized,
or that are decentralized only in execution but not control [CHS+18].

An end-to-end decentralized system must, therefore, comply with the following minimal non-
exhaustive list of constraints:

1. There should be no pre-mine of coins or pre-minting of tokens in any form, especially for the
benefit of the developers of the system. All currency units in the system must be created by the
system and be purchasable by all users with equal opportunity exclusively. This precludes the
use of token sales to fund development of a system.
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2. The system should be accessible in a permissionless manner. Permission from existing system
participants should not be required for new users, therefore currency units must be purchasable
directly from the system at all times (in a stake-based system).

3. Any single party, especially the developers, should have no more control over the system than
any other party. This precludes the inclusion of trapdoors, back doors, escape hatches, or other
such mechanisms to freeze transfers, remove funds, or create new currency units at will.

4. All upgrades and changes to the system must be opt-in. A more appropriate term in this context,
rather than “upgrade” is fork—that is, the original system remains intact and a new system is
instantiated (possibly with shared history). Users must have the explicit choice of whether to
migrate to the new system or not.

In practice, a deposit-withdraw scheme can be used if the system is implemented as a collection of
smart contracts. Tokens are deposited from a token contract to a contract that handles the system
functionality, and can be withdrawn any time they are not in use so that they may be deposited into
another contract to handle functionality—be it a forked version of the same system, or a competing
system. Alternatively, systems that bridge across multiple blockchains can use cross-chain atomic
swaps [Her18], rather than hard-coded token freezes/genesis block creation that require trust in a
central authority.

4.2 Implementation Considerations

Given the non-existence of properly decentralized and secure scaling mechanisms at the time of writing,
one may find running an oracle system as described in this work prohibitively expensive via on-chain
transactions. However, the system architecture proposed is conducive to the formation of voting pools,
analogous to mining pools in the context of Proof-of-Work.

Unlike mining pools, which require non-trivial resources to maintain, running a voting pool would
be significantly cheaper, with a low barrier of entry. Voting pools could be constructed as simple
off-chain frontends much like Amazon’s Mechanical Turk [BKG11], with the pools making on-chain
transactions to record aggregate votes, rewarding users appropriately. Similarly to mining pools, users
providing “human intelligence” by determining the outcome of propositions to voting pools may move
between pools unrestricted, eliminating any concerns of centralization through the use of pools. It
should be noted that the system does not require the use of voting pools, but can support them—in a
true permissionless setting a voting pool is indistinguishable from a single user with a large stake.

5 Economic Design

The high-level requirements for the economic model of an end-to-end-decentralized oracle system is
presented in this section, along with recommendations.

5.1 Closed Economy

It Bitcoin, users must pay in the native currency (bitcoins) to use the system. Miners are rewarded
in that same currency, and most importantly miners must invest a significant sum of money into non-
commodity hardware—hardware whose only purpose is executing Proof-of-Work. This closed economic
model, whereby participants in the system must pay to use the system, must hold a significant stake
directly tied to the system, and are rewarded in the same native currency, is the fundamental incentive
structure underlying Nakamoto consensus. As a necessary condition for security, stake-based systems
must have same the incentives hold—in which case significant currency owners “ought to find it more
profitable to play by the rules [...] than to undermine the system and the validity of [their] own
wealth” [Nak08].
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5.2 Linear Decay

There are a wide variety of options for choosing the emission curve for a token or coin. Generally, a
curve that tends to decrease over time has favorable side-effects, as it rewards early users of the system
for the work they do in setting up and securing the system initially, or compensating for the risks they
take in participating in a new system—however, one must be careful to not over-reward these users.
Exponentially decaying the rewards, as seen in e.g. Bitcoin, has been observed to cause a cult-like
mentality of hoarding coins and disincentivizes use. This work proposes using a linearly decreasing
emission curve, noting that more complex schemes exist but are unjustifiable, as “without knowing
the future, [choosing a perfect emission scheme is] very hard” [Nak09].

5.3 Tail Emission

In a non-Proof-of-Work system (i.e. a stake-based system), users who want to participate must pur-
chase the currency used by the system (i.e. native coins or tokens). These may be purchasable from
other users, or the system itself; purchasing from users of the system is not permissionless. In an
end-to-end decentralized system, new participants must be able to purchase native currency directly
from the system at any and all times, without intermediaries. A tail emission—a very low and con-
stant emission in perpetuity, after a majority of currency units have been previously distributed—is
therefore needed in non-Proof-of-Work systems.

6 Implementing the Oracle

Combining the concepts presented in previous sections, this section discusses the design of an end-to-
end-decentralized oracle system. Implementing the system as a collection of smart contracts on top of
a compatible platform, e.g. Ethereum [Woo18], a minimum of two independent contracts is required.

First, a token contract that exclusively handles token functionality and emission; this contract
does not implement any of the logic used for the oracle system. Second, a contract that handles the
logic of the oracle core, which should accept tokens from the token contract as a currency using a
deposit-withdraw scheme.

As described in Section 4.1, upgrades to the contracts are handled exclusively through forks. If
additional functionality is implemented or a bug is discovered, a new contract that handles the (new)
oracle logic can be deployed, without affecting any of the original contracts. Users can be encouraged,
but not forced, to use the new contracts—it is important that the developers have no power to forcibly
disable old contracts in an end-to-end-decentralized system.

7 Conclusion

This work presents the first ever end-to-end-decentralized general-purpose blockchain oracle system.
Users vote on the outcome of binary propositions using monetary stakes. The special case of the
verifier’s dilemma is solved by random assignment of pairs of propositions to voters, where voters are
only rewarded for agreeing with a majority of voting stake and choosing different outcomes for their
assigned propositions. This oracle core is integrated as part of a complete end-to-end-decentralized
system architecture.
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