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ABSTRACT
A recent widespread realization that software experiments are not
as easily replicated as once believed brought software execution
preservation to the science spotlight. As a result, scientists, institutions, and funding agencies have recently been pushing for the
development of methodologies and tools that preserve software artifacts. Despite current efforts, long term reproducibility still eludes
us.
In this paper, we present the requirements for software execution
preservation and discuss how to improve long-term reproducibility
in science. In particular, we discuss the reasons why preserving
binaries and pre-built execution environments is not enough and
why preserving the ability to replicate results is not the same as
preserving software for reproducible science. Finally, we show how
these requirements are supported by Occam, an open curation
framework that fully preserves software and its dependencies from
source to execution, promoting transparency, longevity, and re-use.
Specifically, Occam provides the ability to automatically deploy
workflows in a fully-functional environment that is able to not only
run them, but make them easily replicable.
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INTRODUCTION

In recent years scientists have been acknowledging the existence of
a reproducibility crisis, because scientists from many different fields
now realize that their software experiments are not as reproducible
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as they once thought they were [3] (a tenet of science!!). Meanwhile,
computational artifacts become more and more ubiquitous, and
essential, for scientific progress [19].
As a reaction to this reproducibility crisis, many scientists started
to develop their own guidelines and methodologies [1, 5, 20] to improve the ability to reproduce their experiments. Simultaneously,
other scientists started to develop tools to improve the reproducibility of software experiments, ranging from the simplest creation
of a virtual machine containing their computational artifacts, to
packaging systems containing all the binaries required to run the
software used in the experiments. The consequence is that, where
once only a few systems addressed experimental result reproduction, now a large number of tools try to address specific issues, in a
fragmented and incomplete effort [21].
Unfortunately, available tools take a simplified route to implement their solutions. Some, only preserve the binaries strictly required to repeat the same exact experiment. Others, preserve the
source code but ignore the execution environment, i.e. all the dependencies required to execute the software (including the OS) and
their configurations, e.g., software repositories such as GitHub [9],
Bitbucket [4], and RunMyCode [17]. And others, store the environments as a Virtual Machine (VM) image that lacks the detail that
source code provides, e.g. Reprozip [16], CDE [6], and Umbrella
[11].
In this paper, we show how the former do not provide enough
detail about the artifact being executed, and how neither of these
approaches provide enough detail about the environment running
the artifacts. As such, more complex and self-contained tools are
needed, tools that respect both the preservation of software artifact that contains or generates data and the long-term ability to
inspect and execute them. In addition to preserving the ability of
replicating past results, such a tool must also preserve the ability to
discover errors in the software and update that software. Only then
can the software stay relevant as new bugs are discovered and corrected. We also discuss how such a tool should support long-term
reproducibility efforts by other scientists, and describe how we
developed Open Curation for Computational Artifact Management
(Occam) [14] (released on a GNU AGPLv3 license) towards solving
these problems by providing a mechanism to create an on-demand
environment to execute each application, supported by a software
repository, and by metadata rich enough to rebuild the execution
environment for that software artifact from scratch should the need
arise. Occam preserves all the steps of software experiments, from
development, to deployment, and execution. It also encouraging
transparent and accountable research with its openness, and the
longevity of its experiments, by documenting the complete process.
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REPEAT, REPLICATE, REPRODUCE

There are multiple interpretations of the terms around obtaining
the same results: repeatability, replicability, and reproducibility. In
this work we use the ACM definitions [2]:
• Repeatability – Authors can obtain their results multiple
times using their artifacts
• Replicability – A different team can obtain the authors’ results using their artifacts
• Reproducibility – A different team can obtain the authors’
results using independently-developed artifacts
At first, the entry-level repeatability seems easy to guarantee, just
preserve all the source code using a platform such as [7]. But within
a few weeks from code implementation, few developers in fact
remember exactly how they ran the experiments. As such, simple
tools such as ReDoc [18] proposes to use Makefile-based scripts as
a solution for this problem. Therefore, as long as the environment
is preserved, and build/run scripts for all the execution steps are
preserved with the code, then results can be easily repeated.
The second level, replicability, is more challenging, as anyone
who has tried to compile software can attest to. One of the common
issues at this level is the lack of detail in the artifact’s documentation,
in particular its dependencies. In order to re-compile and re-run
code in a different machine and replicate the results, one must
be able to rebuild all elements in the environment. However, even
when authors are aware of this requirement and try to document all
dependencies as completely as possible, there are unexpected issues
that may arise. Examples abound, a few documented examples
follow. In [13], while trying to replicate some of their previous
results obtained using their own methodology for reproducibility,
the authors struggled with dependencies. And in [10], a change
in how glibc handles floating point numbers lead to significantly
different results.
Some solutions to this problem were proposed. One is to detect files in the environment that are required in the execution,
and package them together with the artifact itself [6, 16]. Another
solution is to pack the binaries from different dependencies and
assembling them in a new environment [11], but not necessarily
preserving the source code and the ability to rebuild it. However,
these solutions focus on the immediate need for result replication,
not for long-term reproducibility. Preserving the ability of running
the exact same experiment, albeit essential, is not enough to guarantee reproducibility in the long run. Moreover, the inability to
recreate binaries does not practically allow corrections of errors
detected after the fact.
Lastly, designing software that can be useful for reproducibility is much more difficult and challenging. According to the ACM
definition, reproducing an experiment requires a different team
to implement someone else’s software and successfully obtain the
same results. If the effort is successful, then there is additional evidence that the original work is correct; however, if the reproduction
fails, the only conclusion is that there is an error somewhere (Figure
1). We must be able to answer the following questions about the
experimental results :
(1) What artifact produced this result?
(2) Can I inspect the artifact’s source code?
(3) What are its run/build dependencies?

Figure 1: Failure to reproduce results only implies there is
an error somewhere, not where that error is.
(4) Can I answer questions (2)-(4) for each of its dependencies?
In order to find the source of that error, and errors are ubiquitous
[8], scientists must be able to inspect the original experiment, and
compare implementations to find which part of the program is
flawed. Furthermore, to repair the error, they may have to inspect
the conditions under which software was built. They would have
to, for instance, determine if the error is in one of its dependencies,
compare build flags, and compare execution options. Moreover,
when that error is found and corrected, the usefulness of repeating
old experiments (with errors) is limited, when compared with running them error free. As such, we argue that packaging binaries is
no longer enough. To have truly future-proof reproducible experiments, the source of the complete environment must be preserved.

3

THE REQUIREMENTS FOR LONG-TERM
REPRODUCIBILITY

It is not easy to predict if what we currently preserve is enough to
guarantee future execution. In fact, this is a very complex problem
that affects (and brings together) fields as different as Humanities
and Computer Science. For example, if you preserve your documents as a PDF but don’t preserve the software that reads that
format, what guarantees that you will be able to read that file format in 5-10 years, or even 50 years? Similarly, and more generally,
how can one guarantee that executing software within the same
time frame will yield the same results?

3.1

Preserving all sources

As we previously explained, preserving the complete execution
environment is essential for providing software that can be used
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Figure 2: Depiction of the process of finding errors after a failed reproduction attempt.
for reproducible research. In fact, the more we preserve, the higher
the likelihood of being able to replicate and reproduce past results,
or to find the source of discrepancies. For example, in Figure 2
we see a depiction of the process of finding errors after a failed
reproduction attempt. The team attempting the reproduction (left)
obtains results to compare with the original results ○.
1 Then, until
the error is found, they can climb up the ladder comparing the
different elements in the chain: ○
2 run dependencies, ○
3 binaries, ○
4
build dependencies, ○
5 the source code. Only if every dependency
is itself a fully preserved artifact, can the right side of the ladder be
fully inspected. Therefore, preserving the sources of dependencies
is as important as preserving the sources of the artifact itself.
By preserving only binaries, this is where most of available platforms are currently lacking. Some frameworks, such as CDE [6]
and ReproZip [16], only capture a subset of the environment; this
is accomplished by instrumenting the binaries and log system-calls
to find which files in the system are necessary for the execution,
and then by packaging those files. This approach accomplishes the
requirements for replicability, as those archives can be re-deployed
and re-executed. However, reproducibility is hindered, as it requires
independent verification including gathering independent input
datasets. However, since these artifacts contain only parts of the
original software, running new experiments for comparison purposes becomes potentially unpredictable. On the other hand,
Umbrella [11] packages base environments (e.g., simple Linux images), and packages other binaries in such a way that they can be
assembled into those execution environments; while this presents
a more flexible approach, as all binaries belonging to an artifact are
available, the source code and the ability to build it is not preserved.
A similar, albeit less flexible, approach is taken by Pachyderm [15]
and Whole Tale [5], where a virtual machine (using Docker) is used
to process input data and generate results. As a consequence, none
of these frameworks were designed to preserve source code, and
cannot be inspected past (3) on the ladder.

Figure 3: A framework that can build an OS on-demand from
artifacts in a repository.

3.2

Replicable and reproducible OSes

Preserving complete execution environments in a monolithic package such as a compressed file or a VM image, despite preserving
the ability of replicating past results, has a large number of disadvantages. The first is storage overhead. As previously discussed,
approaches that only capture a small subset of the environment
are not enough. Therefore, when we need to preserve the complete
execution environments for every artifact (which may range from a
few MiB for simple applications to multiple GiB for complex simulators), numbers quickly grow and storing VMs becomes problematic.
Moreover, the software contained within those environments cannot be easily spliced and stitched into another environment, forcing
the storage of many duplicates. This is especially problematic, as
simple modifications (e.g., modifying one file) can lead to the duplication of the complete environment package.
The alternative is to preserve each element of the environment
as an individual artifact, and store it in the repository. In fact, Umbrella [11] takes this approach. However, as their artifacts contain
executable binaries, only, this is not enough. Preserving source code,
and the ability to generate binaries from source is important to, as
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discussed before, finding/correcting bugs, and making the software
useful in the future. Therefore, every element in the environment
must be preserved as completely as any other artifact. Namely,
build/run instructions must be provided, and all their software dependencies must be listed. Then the system can inspect the artifact
description and automatically assemble the OS that it requires to
execute, as depicted in Figure 3. Then, when an artifact executes,
the system can find all of the required environment dependencies
from the repository, create an OS using those dependencies, and
execute it in an replicable environment. A big advantage of this
approach, is that unless the artifact is not described properly, then
the execution will fail from the start, thus if it is able to replication
is ensured.

4

SUPPORTING LONG TERM
REPRODUCIBILITY WITH OCCAM

Occam is an open curation platform that was built to support the
execution of workflows representing complex software, such as
computer architecture simulators. The focus of Occam is the preservation of software and its execution, and for that purpose it contains
a set of services that can be used as the backbone of reproducible
software execution.

4.1

Occam overview

Occam implements all of the elements required for the preservation
of execution environments: a repository for artifact preservation,
a software packaging schema that describes artifacts in detail, including dependencies, and their build and run instructions. This
repository supports federated storage access, which facilitates the
dissemination and access to artifacts, and it promotes artifact selfstorage and replication thus decreasing the likelihood of software
being lost.
Due to Occam’s initial focus on computer architecture simulation, Occam can support complex software artifacts. This includes
software that has a large number of software dependencies, and
that is often sensitive to changes in dependency versions. In particular, software that includes separate build and run dependencies
(as we will explain hereinafter), which allows the overhead of large
build times to be paid only once. In addition, Occam running environments are not preserved as mere monolithic VMs, instead they
are built on-demand according to the requirements of each artifact.
The fact that environments are built completely from other artifacts
preserved by the system not only provides some guarantee to future
users that the execution can, in fact, be replicated. But also that
in case those users try to reproduce the results by implementing
their own software and fail, they can inspect all the details of the
original experiment and have the best chance to find the issue.

4.2

Occam’s artifacts

Unlike other systems, where only the ability to run an artifact
is preserved, Occam preserves all steps of software development.
Occam’s philosophy is that using software is not simply executing
a binary and obtaining some results, therefore we cannot expect
that storing binaries is enough to create reproducible experiments.
Instead, the whole process of using software must be preserved:
(1) Code development

Figure 4: Depiction of a typical Occam object containing the
source code, a build and run script, and metadata.

(2) Building the code
(3) Using the binaries
In order to accomplish this, the typical Occam package contains the source code, a build script, a run script, and metadata
that describes the package (Figure 4). Listing 1 depicts a simplified
metadata description of an Occam artifact. For the first step, Occam
preserves the source code, identified by an Universally Unique Identifier (UUID), a type (e.g., simulator or CSV) that can be used by the
system to type check experimental workflows (e.g., Occam checks
the file types when the simulator requires a CSV file as input), and
other human readable fields (such as name, description, and tags)
that facilitate human interaction and discovery of artifacts. The
artifact is managed by a git repository that tracks changes to the
artifact and tracks revision numbers. Using the git repository allows
for the inspection and execution of previous versions of the software. In order to preserve the second step, Occam explicitly support
building artifacts as a step separate from running (thus allowing to
build once, and run multiple times). Building an artifact requires
declaring build time dependencies (i.e., the other artifacts in Occam
that are needed to build this one), and a script that contains the
build instructions (e.g., cflags, lflags, build commands). Optionally,
external dependencies can be “installed” from the Internet; however,
in order to preserve the reproducibility of the artifact, these are
copied into Occam and preserved in the repository.
The final step, running the workflow, similarly to the building
step, also has its own (different) dependencies and a run script
containing the instructions/commands. Both building and running
need to specify an architecture and environment where they can
run (in the example, x86-64 on Linux). The environment itself is
another artifact that provides the environment Linux on the required
architecture. The artifact can also declare dependencies to other
artifacts, for example libraries or tools it needs in various situations.
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Listing 1: Metadata of an Occam artifact
{
" type ": <type > ,
" id ": <uuid > ,
" name ": <name > ,
" description ": < description >,
" authors " : [ < author_0 > , · · · , < author_n > ],
" tags ": [ < tag_0 > , · · · , < tag_n > ],
" environment ": Linux ,
" architecture " : x86_64 ,
" dependencies " : < for build and run > ,
" build ": {
" install " : [ · · · ],
" dependencies " : < for build only > ,
" script " : [ "/ bin / bash " , " build . sh " ]
},
" run ": {
" dependencies " : < for run only > ,
" script " : [ "/ usr / bin / python3 " , " run . py "]
}
}

4.3

Generating reproducible execution
environments

The most common approaches of preserving execution environments as virtual machines, or even of preserving packaged binaries
are not enough to provide long-term usefulness of artifacts. They
do not provide, specifically, the ability to inspect their execution,
and they do not easily allow updates as bugs are discovered and
improvements become available. As such, Occam implements a
more complex, yet necessary, approach, depicted in Figure 5.
As previously explained, Occam artifacts contain source code,
build/run instructions, and documented dependencies. Using this
information, when the artifact needs to be built (Figure 5 left),
Occam compiles a list of all required dependencies, and creates and
stores a manifest in the repository. A manifest is a digest of the
OS that is required to execute the artifact, i.e. a list of all artifacts
(UUID and revision numbers) that are used to assemble an OS that
can build the artifact (e.g., compilers, libraries, and tools) and the
command that needs to be executed (i.e., how to invoke the build
script). The results of the build operation (i.e., the built software)
are stored in the repository cache to be used later; the built objects
are only cached, as they can safely be deleted and rebuilt.
In a similar process (Figure 5 right), a manifest is also created to
run an artifact. The only difference being the set of dependencies
that are selected for the system, and the command to be executed
(run script invocation). Results of a run (i.e. experimental results)
are then automatically packaged in our repository format and added
to the repository for future use. In this case, the results metadata
includes a link to the manifest that was executed, allowing the
result to be traced back the software that was used to create it.
Manifests are then translated into a set of instructions that create
and execute that OS in an available execution backend. Occam currently supports Docker [12] – a lightweight OS-level virtualization
software – and support for other system-level VM technologies are
under development.

Figure 5: Depiction of Occam’s artifact execution – (left)
Building an artifact; (right) Running an artifact

5

CONCLUSIONS

Only time will tell us if a current curation effort will be enough
to preserve software execution. However, the need to preserve as
much of the experimental process as possible should be the aim of
the scientific community.
In this position paper, we briefly discussed the current needs
for long term reproducibility and how they can be supported by
Occam, an open curation framework for computational artifacts.
In essence, Occam preserves all software used in each execution,
and the ability to re-build and re-run that software. Results are also
kept in a repository, and linked to the software that created them
for provenance, which facilitates the process of rooting out error
that may exist.
Currently, we are developing the means to deploy manifests
in system-level VMs, such as VirtualBox, and in native systems.
As Docker is not enough for systems where experiments need to
modify the OS (e.g., the Linux kernel), and some experiments may
require to execute in an actual system.
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