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A Little About Myself

• Name: Muhammad Shahbaz
• But, please call me Shahbaz

• Research Areas: my main interests are …
• Software-Defined Networks (SDN) & Hardware (SDH)
• 5G, Serverless, Cloud Computing
• And, more recently, ML for Networks and vice versa

• Background:
• Postdoc in Electrical Engineering, Stanford
• M.A. and Ph.D. in Computer Science, Princeton
• Bachelors in Engineering, NUST
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Computer Networks

• What are they for?
• To communicate data between two (electronic) entities.

• Data can be video, voice, text, or any digital content
• Entities can be applications or physical devices, such as laptops and more

• Why are they important?
• Duh, look around us ... the course we are sitting in!
• This wouldn’t have been possible without computer networks (or the Internet)

App1 App2 App3
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Computer Networks: End-host
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Computer Networks: Local Area
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Computer Networks: Wide Area
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Computer Networks: Data Center / Cloud
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Computer Networks: Mobile and 5G
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Computer Networks: Edge Cloud
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New territories in computer networking …  
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New territories in computer networking …
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New territories in computer networking …
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Muhammad Shahbaz — Research Statement
As a networks and systems architect, I build domain-speci�c languages, compilers, and architectures to address the ever-rising
tension between performance and �exibility. For so long, the continuous growth in chips’ processing capacity has helped
preserve the end-to-end principle, keeping central-processing units (CPUs) general-purpose and smart while having network
switches �xed-function and dumb, to process and forward information at speed. Since the turn of the century, two major
trends are now challenging this principle, forcing us to rethink how we build CPUs and switches and the role they play: (a) the
decline of Moore’s Law [13] and (b) the rise of big data (e.g., social media, video streaming, augmented/virtual reality, internet
of things, and arti�cial intelligence)—generating quintillion bytes of information every day [1].

The chip area and energy budget is not increasing anymore; CPUs must now repurpose resources (like caches, out-of-order
execution, and more) needed for general-purpose processing, to logic tailored to a particular application domain (e.g., machine
learning or serverless compute). Likewise, switches must now take on more responsibilities (e.g., congestion control and packet
scheduling) to further o�oad CPUs; they can no longer be �xed-function, line-rate devices for packet forwarding only. The
concern, however, is that doing so will cause systems to sacri�ce �exibility for higher performance, and networks to sacri�ce
performance for more �exibility.
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Over the years, I have worked on addressing this concern, demonstrating through my research how the choice of a domain-
speci�c architecture for an application can make systems performant while retaining �exibility [9–11, 14, 21], and how exposing
the right domain-speci�c abstractions [8, 18, 19, 22] and primitives [17, 20] for networks can lead to more �exibility with
negligible (or zero) loss in performance. As a networks and systems architect, I work closely with my fellow domain experts to
understand the unique characteristics of a particular domain and then exploit them using cross-disciplinary (networks, systems,
and architecture) approaches to meet the desired �exibility and performance constraints in a scalable and e�cient manner. For
example, with datacenter experts at VMware, I looked at the domain-speci�c properties of datacenter networks and presented
a new switch primitive and protocol for scalable multicast—a longstanding problem in public clouds [20]. Similarly, with
fellow distributed-systems researchers at Stanford University, I developed a domain-speci�c platform and an abstraction that
improved the performance of serverless functions by three orders of magnitude [10, 11]. With systems and networks both
converging on domain-speci�c architectures (DSAs), I strongly believe that we, the architects, “must now shed [our] blinders
and learn application domains and algorithms” [13] to make useful contributions, and in my future work I intend to do just
that.
All my work is available in the public domain, and is widely used by both academia and industry;1 I believe that without

providing a workable artifact one cannot have a tangible impact on established models and practices. Furthermore, I actively
seek to work with government agencies (e.g., NSF and DARPA), standards bodies (e.g., IETF), and industry (e.g., VMware, Intel,
Facebook, Google, Barefoot, and SambaNova) to help fund and make these artifacts and research mainstream.2

Dissertation Work: Enabling Programmable & Scalable Infrastructure for Public Clouds
My dissertation answers the question: what is the cost of �exibility (or programmability) on networks’ performance? And, it
demonstrates that, contrary to popular belief, �exibility can come at negligible (or no additional) cost. I have built programmable
switches [8, 18] and network services [20] that let datacenter providers manage, operate, and scale their public clouds (e.g.,
Amazon AWS and Microsoft Azure) and private networks (e.g., Facebook and Google) more �exibly and with high performance.

PISCES: a programmable, high-speed so�ware switch. With PISCES [18], I show how the choice of a domain-speci�c
language (DSL) not only reduces development complexity for network operators but also mitigates performance overheads that
arise when compiling from a high-level DSL to the underlying software switch. Most communication in public clouds takes
place over virtual networks that are built using �ne-tuned, hand-optimized software switches (e.g., OVS [16]). These switches
frequently need upgrading and customization—to support new protocol headers or encapsulations for tunneling and overlays,
to improve measurement and debugging features, and even to add middlebox-like functions. For network operators, changing
a software switch (based on a large body of code, including kernel code) is a formidable undertaking requiring domain mastery
1NetFPGA received the ACM SIGCOMM SOSR Software Systems Award in 2019, and is used by many around the world (https://netfpga.org). Likewise, Intel is
using PISCES for prototyping its emerging programmable NICs (https://pisces.switch.gitlab.io/).
2Taurus was awarded the NSF Proposal on Real-Time Machine Learning (RTML), and was also a runner-up for the Facebook Research Award in 2019 [2].
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Protocol Independent Switch Architecture (PISA)
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Protocol Independent Switch Architecture (PISA)

Packet
Parser
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Language

header_type ethernet_t    { … }
header_type l2_metadata_t { … }

header ethernet_t    ethernet;
header vlan_tag_t    
vlan_tag[2];
metadata l2_metadata_t l2_meta;

Header and Data DeclarationsParser Program
parser parse_ethernet {

extract(ethernet);
return switch(ethernet.ethertype) {

0x8100 : parse_vlan_tag;
0x0800 : parse_ipv4;
0x8847 : parse_mpls;
default: ingress;

}

Tables and Control Flow
table port_table { … }

control ingress {
apply(port_table);
if (l2_meta.vlan_tags == 0) {

process_assign_vlan();
}

}
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AI-Driven Networking
Tushar Swamy, Alexander Rucker, Muhammad Shahbaz, Kunle Olukotun



State-of-the-Art in Networking

Control Plane 
(composed of servers)

Software-Defined Networks 

Slow but intelligent; can run complicated
operations like DNN but with long delays

Fast yet dumb; can run simple operations 
like hashing but at high speed

Data Plane 
(composed of switches)



AI-Driven Networking

Data Plane

Control Plane Intelligence (inference)

Move intelligence from the control plane to 
the data plane.

Software-Defined Networks 



AI-Driven Networking

Data Plane

Control Plane

Fast and intelligent; able to run complex 
operations like DNN at high speedIntelligence (inference)

Software-Defined Networks 



AI-Driven Networking

• We want to bridge the gap between speed and intelligence!

• Can quickly learn and adapt to network-wide behaviors and 
apply actions directly on every packet at line speed

• Hence, can provide
• Strict security objectives with fast response time
• Stringent service-level objectives with high performance



Data Plane
Switch or NIC

Taurus: A Data Plane for In-Network ML
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Parser

• Implements a finite state machine (FSM) that operates on a user-
defined parse graph

• Converts the incoming packet bit stream into vectors, e.g., 
• headers (IP or TCP) 
• features (switch, host, or other encoded state)

Taurus: A Data Plane for In-Network ML
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Match-Action
Tables

Memory ALU
• A match-action table:
• Memory for exact (SRAM) and ternary (TCAM) match
• ALU for basic single-cycle VLIW operations (no loops or multiplication)

• Performs pre- and post-processing, and switching tasks:
• Pre-processing, e.g., data transformation, acquisition, and repair
• Post-processing, e.g., drop, route, or encode output of the learned 

model on a packet

Taurus: A Data Plane for In-Network ML
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• Implements a spatial SIMD architecture, composed of compute
and memory units        
• Compute consists of pipelined stages of functional units (FUs) 

and pipeline registers (PRs), running in parallel as lanes

• Processes parallel map-reduce operations to accelerate linear 
algebra, crucial for machine learning (ML), or other network 
functions

Taurus: A Data Plane for In-Network ML
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• Responsible for storing and forwarding packets off of the chip: 
• Queuing: buffer incoming packet 
• Replication: clone packets across multiple egress ports (e.g., multicast)
• Scheduling: forward packets based on a queuing discipline (e.g., PIFO) 

or instructions from the match-action tables 

Taurus: A Data Plane for In-Network ML
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Parse packets
and read local 
features (e.g., 

IP address)
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network events
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Example: Anomaly Detection Application



Evaluation: Anomaly Detection in Switches

• Taurus examines every packet at line rate

• Added latency is less than port-to-port latency

*Overheads are calculated relative to a 300 mm2 chip with 4 reconfigurable pipelines, each drawing an estimated 25W

Model Latency

Area Power

+% +%
SVM
DNN

68 ns
362 ns

6.1
11.7

1.1
2.0

Throughput
1 GPkt/s
1 GPkt/s



Conclusion

• Designed to run machine-learning 
inference inside a data plane

• Provides orders of magnitude 
improvement over existing approaches

Data Plane
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Fast and
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https://arxiv.org/abs/2002.08987 ASPLOS ’22

https://arxiv.org/abs/2002.08987


Open Research Questions?

ML for Networks: Traffic engineering, Congestion

Tail-tolerant systems: Quality vs Performance 

Next-Generation Archs: for 5G, Serverless

Networks for ML: Accelerating ML training 

... more
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Questions !

You can find the “digital me” here …
• Webpage: https://mshahbaz.gitlab.io
• Email: mshahbaz@purdue.edu
• PurNET Lab: https://purnet-lab.gitlab.io

Some fun stuff:
• PhD Comics: http://phdcomics.com
• The PhD Movie: https://phdmovie.com
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