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1 Introduction

This document reports the ongoing research on an efficient low latency, high
throughput software implementation of a LDPC decoder on x86 CPUs. It is
part of the first milestone’s deliverable (M1), along with a baseline code for
LDPC decoding written from scratch.

The main objective of this activity is to provide an efficient software im-
plementation of the LDPC decoder used in the DVB-S2 standard. LDPC
decoding is the most computational demanding task in a DVB-S2 receiver
chain. Within this activity we aim at providing an optimized library capable
of decoding LDPC frames in real-time on a modern general purpose proces-
sor. Our focus will be on leveraging modern hardware parallelism in terms
of single instruction multiple data (SIMD), cache architectures, and multiple
threading to reach high decoding efficiency.

First, a quick recap on LDPC codes is made for the reader to contex-
tualize and better visualize the problems and challenges for implementing
an LDPC decoder. Second, the state-of-the-art is presented and reviewed.
Third, some of the state-of-the-art software decoders are presented, tested
and their performance reviewed. Finally, the results are discussed and inter-
preted to guide the work done in next step of the research.

2 LDPC codes

2.1 Definition

LDPC (Low-density parity-check code) is an error-correcting code which has
many applications : DVB, 10GBase-T Ethernet, IEEE 802.11 etc. It has
very interesting features, notably :

• capacity-approaching code

• linear-time decoding

• parallel decoding capable

Like any error correcting code, redundant bits are added to a message
in order to increase the quantity of information. When passing through a
communication channel, a message is very likely to be altered. At the end of
a transmission chain, bits might be flipped or erased. The redundant infor-
mation added to the message, coupled to some mathematical properties of
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the code can serve to retrieve lost information or correct errors. Of course, if
too much information is lost or altered, the message might not be recoverable.

An LDPC code is defined by a sparse parity-check matrix called H. It
characterises how a message is encoded. The columns are associated to re-
ceived bits on the channel (VNx), whereas rows are associated to parity
checks (CNy). In the parity-check matrix H, a ’1’ associates a received bit
(VNx) to a parity check (CNy). The relationships between received bits and
parity check sets can be better visualized with a Tanner graph :

Figure 1: A matrix H. Source.

Figure 2: The corresponding Tanner graph. Source.

In figure 2, an edge in the tanner graph is represented by a one in the
H matrix. On the graph, vx nodes are called "variable" nodes (VN) and cy
nodes are called "parity check" nodes (CN). As seen on the graph, one VN is
associated to multiple CNs and one CN is associated to multiple VNs. The
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key property here is that the set of all the bits of VNs connected to a check
node have an even number of ’1’ bits, hence the name "parity-check nodes".
If this property is not held for all check nodes, the message is corrupted and
must be corrected during a decoding process.

2.2 Decoding

In the case of radio communication, digital information is transmitted through
an analogue signal. Unfortunately, the latter is easily altered with noise. On
a radio receiver, the signal then has to be demodulated. During this step,
the translation of an analogue signal to digital becomes less obvious due to
the noise introduced during the transmission. When demodulating, there
are two ways to represent what value has the next bit in the reconstructed
message :

Hard bits The value of each bit is evaluated to either ’1’ or ’0’ even with
the presence of uncertainty.

Soft bits Here, the uncertainty of the value of a bit is taken into account.
Instead of deciding whether a bit is a ’1’ or a ’0’, it is represented as
the likelihood/the probability that a bit has the value ’1’ otherwise ’0’.
Concretely, a soft bit is usually represented as a signed 8-bit value,
where a negative value represents a ’0’ whereas a positive value repre-
sents a ’1’. The weight represents the likelihood towards the current
value of the bit.

Most decoders rely on soft bits rather than hard bits. Soft bits are easier
to deal with since the estimation associated to it is a valuable information
that eases the decoding of an LDPC message.

A widely used algorithm for decoding an LDPC message with soft bits is
Belief-Propagation (BP). BP is a message passing algorithm used on graphs.
Recall figure 2, the problem of decoding an LDPC message can be repre-
sented by a graph. Generally speaking, BP is used to propagate probabilities
(beliefs) along the edges of a graph in an iterative manner. Each node has
one or more properties with respect to the set of its adjacent edges. Based
on information (current soft bit estimation) coming from its adjacent edges
(its neighbouring VNs), a CN can determine a new estimate which will be
propagated back to its neighbouring VNs.

In the case of LDPC, the goal of the BP algorithm is to update and con-
verge the estimates of each soft bit (each associated to a VN node) to a value
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close to a ’0’ or a ’1’ before making a hard decision on what the value of each
bit should be.
There are multiple methods for calculating those estimates, namely Sum-
Product (SP) and Min-Sum (MS). The precision of the estimates varies de-
pending on the method. If a method makes more precise estimates, it will
make the BP algorithm converge more rapidly to a solution and terminate
earlier in terms of number of iterations. This is the case of SP, which uses
log and hyperbolic tangent functions. However, they are costly to compute
on a processor. Consequently, MS is preferred over SP as it approximates
the estimations with the help of simple addition and minimum operations
on integers. The preciseness of MS over SP is a bit lower and converges
slower to a solution, but this trade off greatly improves the execution time
of BP when executed on a processor while having a slightly higher cut-off
rate. The difference is usually quite small, so it can easily be compensated
by transmitting the signal at a higher power.

3 State-of-the-art

There exist a web page, https://aff3ct.github.io/hof_ldpc.html, which
presents a "hall of fame" for LDPC decoder implementations. It is very con-
venient as it lists the implementations along with the corresponding research
behind it.

As seen here, there are very few CPU implementations compared to the
number of GPU implementation. Furthermore, not every implementation has
its source code published under open-source license. Three implementations
have been selected. Two of them are backed by academic research, and the
last one is from an independent developer :

• B. Legal et al. [2] : https://github.com/blegal/Fast_LDPC_decoder_
for_x86

• S. Gronroos et al. [1] : https://github.com/stippeng/ldpc

• Ahmet Inan : https://github.com/xdsopl/LDPC

They all have been selected because of their support of DVB-S2 LDPC
codes, SIMD implementation and open-source license. Also, their focus is on
throughput performance.
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4 Measurements

All implementations are pretty much "simulators" which already report some
interesting metrics like throughput and BER over SNR. Also, they are quite
configurable for the tests to be accomplished : code used (DVB-Sx, DVB-
Tx), code rate, noise channel type, threading capacity etc.

The machine used has an i7-3770 CPU, which is quad core and SSE ca-
pable.

Author Throughput (Mb/s) Latency (ms) Node scheduling Early termination
B. Legal et al. [2] 55.60 9.3 Layered no

S. Gronroos et al. [1] 8.82 470 Flooded no
Ahmet Inan 60.99 8.5 Layered yes

Table 1: Comparison of state-of-the-art LDPC decoders. 64800x32400 code,
maximum of 30 iterations, single threaded and all do inter-frame parallelism
with SSE instructions.

The decoding time of a single frame greatly depends on multiple factors
at the algorithm level :

Node-level estimation

Node scheduling An iteration of the BP algorithm is a two step process.
First, VNs send their estimation to CNs. Second, each CN calculates
a new estimation and sends it back to their neighbouring VNs. The
"update" step occurring on all VNs and CNs can be scheduled differ-
ently. The flooded scheduling scheme is the easiest one as it updates
all VN estimates before CN estimates and then VNs and so on. The
layered scheduling scheme however, is "CN centric" as the VN updates
are done partially during a CN update. Layered scheduling has the
advantage of

Iteration count limit Whether the decoder converges or diverges for a so-
lution, a hard limit to the number of iterations has to be set. Evidently,
a lower limit proportionally improves the decoding time. However, it
can impact the cut-off threshold, that is the minimum SNR where the
BER drops to zero.

Early termination The decoder might converge to a solution well before
the iteration count limit. In that case, it is not necessary to further
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decode. The decoder can decide to stop and start decoding a new frame
sooner. This has the advantage to stop way sooner the decoding of a
message that has few errors, because then the BP algorithm converges
sooner in terms of iterations. However, it introduces an overhead at
each iteration when checking the validity of the current estimation of
the message bits.

5 Current limitations and challenges

As seen before in section 4, two of the selected implementations have quite
impressive throughput by using extensively SIMD operations and multi-
threading. B. Legal’s [2] implementation can have a throughput of more
than 100Mb/s under certain circumstances (less iterations, multithreading
activated) for example.

Unfortunately, all selected implementations have too high latencies per
decoded code-word. On all implementations, the efforts have been mainly in-
vested on throughput. The parallelization techniques, SIMD operations and
multithreading don’t benefit to latency. The reason is that these techniques
are used to parallelize the decoding of multiple code-words at the same time
as opposed to parallelize inside one frame. This is called respectively inter-
frame parallelization and intra-frame parallelization.
Latency, that is the time required to decode one code-word, is a major con-
straint in the context of Software Defined Radio. This is because "in most
software define radio and Cloud-RAN systems the stream of codewords to
be processed does not always share the same parameters e.g code lengths
and/or code rates. It could drastically reduces the workload of inter-frame
parallelized decoders" [3]. Therefore, there will be a need for a compromise
between throughput and latency.

Another challenge is the structure of LDPC code. As seen in figure 2,
an LDPC code is generally unstructured, that is the connection between
variable nodes and check node are random. This is actually the case for
DVB-S2 where its LDPC code has no structure. Consequently, decoding
such a code will hardly be cache-friendly when executed on a CPU.

Finally, the BP algorithm doesn’t seem arithmetically intensive but mainly
relies on a very high amount of memory accesses. In addition to a non-cache
friendly behaviour, the BP algorithm seems very likely memory bound in-
stead of CPU bound.
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6 Conclusion

As of today, there is not satisfactory implementation for Software Define Ra-
dio. In particular, low latency is a problem not yet solved. However, the
existing software implementations that were tested did provide valuable in-
formation. As each of them uses a different approach (flooded vs. layered,
early-termination, single/multithread), they give a good insight on the per-
formance improvements of each one might expect.

The next objective is to implement a new decoder from scratch and mea-
sure a baseline performance based on the throughput, latency, BER metrics.
Thereafter, incremental improvements will be made with a hard focus on
latency per code-word.
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