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Abstract
The range of bimanual skills performed by humans and other animals is
immense. Having two arms allows for carrying bulky objects and performing
complex coordination tasks essential to our daily lives, as diverse as tying
knots, getting dressed or operating tools.
The number and variety of bimanual robots have increased over the years
and the tendency seems to keep growing. Having two arms increases the
number of tasks a robot can perform, which is especially important in a
human-tailored world, where most of our environments and tools are adapted
to this bimanual capability. Nonetheless, for most tasks, bimanual robots
have to be programmed by hand. Programming skills for robots is generally
not a straightforward task, even for simple manipulators, so the difficulty is
even higher with bimanual robots, since more aspects need to be accounted
for (e.g. the coordination between end-effectors). If we ever want robots
to become part of our daily lives and share our homes, offices and public
spaces, they need to be autonomous and able to learn new skills rapidly
and efficiently, either by themselves, with help from humans or through a
combination of both.
Plenty of research in the context of Learning from Demonstration has
been dedicated to the learning of skills for single arm manipulators. However,
bimanual robots pose new challenges. In this thesis, I argue that novel LfD
algorithms are required to achieve successful transfer of bimanual skills from
humans to robots and propose a principled approach to teach bimanual skills
to robots from demonstrations.
The proposed approach combines Learning from Demonstration and taskadaptive models of movements. The particular type of model that will be
employed is the Task-Parameterized Gaussian Mixture Model (TP-GMM).
Here, both the probabilistic encoding and the affine structure of task parameters will be exploited to address three challenges in bimanual manipulation
i
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learning: the encoding of bimanual coordination patterns, including both position and orientation, the simultaneous consideration of constraints in task
and joint spaces, and the learning of task priorities from demonstrations.
First, through a combination of TP-GMM with unit quaternions and
dynamical systems, we will see how bimanual coordination with complete
end-effector poses can be learned. While TP-GMM allows for adaptation
of end-effector poses in runtime, the dynamical systems formulation ensures
that the movement is resistant to perturbations, permitting the coordination
patterns to be maintained. Moreover, pose constraints with respect to objects
are also encoded in the model, allowing for extrapolating demonstrated skills
to new situations.
Second, the task parameters will be extended to Jacobian-based operators
that allow for representing operational space constraints in the configuration
space. In Robot Learning, one typically chooses either the operational space
or the configuration space to represent movement primitives when learning
a particular skill. We will see that the probabilistic encoding given by TPGMM allows for extracting invariance in the demonstrations and take into
account constraints in both operational and configuration spaces.
Finally, task priorities can be learned with TP-GMM by using the task
parameters to represent candidate hierarchies, another affine transformation
commonly found in Robotics. Here we will see how TP-GMM can be combined with this type of affine operator to extract the prioritization strategy
applied in the demonstrations through statistical analysis.
The approach is validated in two distinct experimental setups: a sweeping task with a dual-arm platform composed of two torque-controlled WAM
robots, and a set of bimanual skills with the COMAN and WALK-MAN
humanoids.

Acknowledgements
I would like to express my deepest gratitude to Sylvain Calinon for having
given me the chance to join the group at IIT and pursue my PhD studies
under his guidance. This thesis would not have been possible without his
continuous support, advice and patience. He was as dedicated an advisor as
one can be and I will be forever grateful to him for being such a constant
inspiration to me. I am also very grateful to Prof. Darwin Caldwell for
having given me the opportunity to work with the exciting state-of-the-art
robots that are available at ADVR.
Another special thank you goes to Leonel Rozo. His presence since day
one has been invaluable to me, both on the scientific side, with precious
teachings and deep discussions over coffee about new ideas and insights,
and on the personal side, where his constant encouragement was of utmost
importance. I deeply cherish the friendship we’ve developed.
I would also like to thank Dr. Bojan Nemec and Prof. Dongheui Lee for
having accepted to be the reviewers of this thesis. In particular, I am very
thankful for their comments, which have added great value to the manuscript
and provided me with new research ideas.
To all of my colleagues at ADVR, past and present, I want to say thank
you for some really unforgettable times and for everything that I have learned
from you. These include, from the Learning groups, Milad, Leonel, Martijn,
Danilo, Petar, Pavan, Nawid, Przmek, Brian, Domingo, Fares and Yanlong,
and, from the rest of the department, Juan, Francesca, Carlos, Marco, Manos,
Victor and so many others. A special thanks to Luca Muratore and Phil
Hudson for their help whenever I needed assistance with the robots.
I would also like to thank Prof. Sandra Hirche for letting me spend 3
months at her lab in Munich, giving me the chance to learn from her and her
group, namely from Jonas, Heiko and Muriel. To all the lab, thank you for
the great fun moments. In particular to Thomas, Satoshi, Hendrik, Melanie,
iii

iv
and the Italians Pietro, Precious and Davide. Thank you also to my friend
Alex for all his help and to my flatmate Francesco for some great discussions
about Machine Learning and science in general.
An important part of my life in Genova during the past 3 years were
the weekly football matches. I would like to thank the people from IIT who
organized them, i.e. Marco Frigerio for the most part of this time and Javad
more recently. To all the people with whom I’ve played, thank you for your
help in keeping myself in shape and for so many fun and exciting matches!
To the Portuguese gang, of which, in all modesty, I was the first member
when I arrived in January 2014, and that steadily increased during these
3 years, thank you for the great moments. Guilherme, Nuno Guedelha,
Eduardo, Miguel, Rui, Soraia, João Bimbo (aka João II), Maria João, Flávio,
Nuno Garcia, we shared some very nice moments, but I will certainly never
forget that it was with you that I saw Portugal winning something in football
for the first time.
To my flatmates, Marco and Alessio, thank you for your company, for the
cooking experience and for teaching me Italian.
I must also acknowledge the friends I have made at EPFL in 2013 and
who also played a part in me being where I am today, especially Ashwini
Shukla, Ajay Tanwani and Mohammad Khansari-Zadeh.
I would also like to thank my friends in Portugal, some of them for having
come visit me in Genova and all of them for always being in touch and for
the hangouts whenever I went back for a few days: Miguel Simões, Pedro
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Chapter 1
Introduction
Generally, the Robot Learning community focuses on research problems in
unimanual manipulation settings, leaving out the challenges that arise in bimanual manipulation, such as the coordination between end-effectors. This is
understandable, as challenges are immense even in unimanual manipulation,
but as the number of available dual-arm platforms increases, it is essential
to address the problems that arise when transferring manipulation skills to
those robots, in order to take full advantage of the repertoire of tasks they
can perform.
In this introductory chapter, I will explain the motivation behind this
thesis, including the particular research problems that it addresses, and the
approach that was followed to solve them.

1.1

Motivation

The range of bimanual skills performed by humans and other animals is
immense. Having two arms allows for carrying bulky objects and performing
complex coordination tasks essential to our daily lives, such as tying knots,
getting dressed and operating tools. Imagine your life with only one arm.
You would certainly be able to survive but you would lose plenty of autonomy.
This is not only because society has tailored the world for people with two
arms but also because many life-essential tasks are bimanual (e.g. handling
food), with a great deal of species having leveraged on their upper limb
coordination abilities to survive. Some examples of bimanual skills in humans
and other animals are depicted in Figure 1.1.
1
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Figure 1.1: Examples of bimanual skills in humans1,2,3 and animals4,5 . Being
able to manipulate objects using two arms is a skill that is essential to many
different species.
The number and variety of bimanual robots has increased over the years
and the tendency seems to keep growing. In this area, full-body humanoids
are not the only types of robots capable of performing bimanual manipulation. The humanoid upper body design has also been adapted for Centaurolike robots and humanoid torsos for manipulation. Also dual-arm setups of
single manipulators, the simplest example of cooperative manipulators, are
now quite popular. Figure 1.2 shows a few examples of different bimanual
robots performing dual-arm skills. Having two arms increases the number of
tasks a robot can perform, which is especially important in a human-tailored
world, where most of our environments are adapted to the way we interact
with them. Whether we need help carrying a heavy box, getting dressed
or folding clothes, having a bimanual companion that can assist us always
comes in handy.
1

http://rantlifestyle.com/wp-content/uploads/2015/05/Shoelaces.jpg
http://dreamstime.com/stock-photo-worker-carrying-box-warehouse-manual-image57323407
3
http://clean-organized-family-home.com/images/stone-floor-sweep.jpg
4
http://i.dailymail.co.uk/i/pix/2014/08/01/article-0-202FF00000000578-36_634x540.jpg
5
http://maxwideman.com/musings/images/beaver2.jpg
2
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(a) Valve turning by WALKMAN6 .

(b) Baxter folding a t-shirt7 .

(c) ABB’s YuMi makes paper airplanes8 .

Figure 1.2: Bimanual robots executing bimanual skills. All tasks require (i)
coordinated movements between end-effectors and (ii) movements of both
end-effectors with respect to objects.
Nonetheless, for most tasks, bimanual robots have to be programmed by
hand. This is usually a cumbersome task, as it needs to be done by an expert who typically writes different programs for different tasks. Programming
skills into robots is generally not a straightforward task, even for simple manipulators, so the difficulty is even higher when dealing with bimanual robots,
since more aspects need to be accounted for (e.g. the coordination between
end-effectors). If we ever want robots to become part of our daily lives and
share our homes, offices and public spaces, they need to be autonomous and
able to learn new skills rapidly and efficiently, either by themselves, with the
help of humans or through a combination of the two. Think of a life-assistant
robot who is helping you tie a shoelace. Should one need to program the tying skill for every possible length of lace? How about the pose of the foot?
6

http://youtu.be/kZzwVwzAWME
http://youtu.be/Mr7U9pQtwq8
8
http://youtu.be/KWmTX9QotGk
7
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Do we need to think about every possible foot configuration in advance? Obviously, the solution has to pass for developing algorithms that allow robots
to efficiently learn and generalize skills with as little human input as possible.
The field of Learning from Demonstration (LfD) has gained popularity over the past few years, with the development of algorithms that allow
robots to learn complex manipulation behaviors from human demonstrations.
Plenty of research in the context of LfD has been dedicated to the learning
of skills for single arm manipulators. However, bimanual robots pose new
challenges to the field.
In this thesis, I argue that novel LfD algorithms are required to achieve
successful transfer of bimanual skills from humans to robots. In particular, bimanual platforms introduce three main challenges into the learning
problems that need to be accounted for:
• Bimanual coordination: the LfD algorithm should be capable of
extracting bimanual coordination patterns from the demonstrations,
as well as movements with respect to objects. Consider again the case
of the robot assistant who is tying a shoe. Tying requires temporal
and spatial coordination between end-effectors, but at the same time,
both end-effectors should move with respect to the foot. Both types of
movements must be encapsulated in the learned model.
• Constraints in both task and joint spaces: many skills contain
relevant information in both task and joint spaces that should be extracted from the demonstrations. This is especially relevant for bimanual robots, which are usually highly redundant. In the shoe-tying
example one would like the robot to extract the bimanual coordination
patterns (task space), but at the same time know how to exploit its
redundant degrees of freedom similarly to the demonstrator.
• Task priorities: performing a skill typically entails a hierarchy of priorities. Most often, humanoid robots have their waist joints shared by
the kinematic chains of their arms. This means that, if tasks are too far
away from the body, a conflict arises as both arms will require the waist
joints to move their end-effectors. In this context, it would be beneficial
to learn the task with the highest priority from the demonstrations.
A summary of these research challenges is found in Figure 1.3. With
these research problems in mind, I propose a principled approach to teach
bimanual skills to robots from demonstrations.

1.2. Approach
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Figure 1.3: Diagram of learning problems addressed in this dissertation.
Learning bimanual manipulation skills involves learning bimanual coordination, taking into account constraints in joint and task spaces and learning
how arms should be prioritized, in case their tasks are incompatible.

1.2

Approach

The approach proposed in this dissertation for robot learning of bimanual
skills combines Learning from Demonstration and task-parameterized models of movements. LfD is exploited here as an intuitive way to provide training data to the robot about the task. Bimanual skills are performed by
humans on a regular basis and, therefore, one can easily collect data that
represent the skills well. Moreover, since many bimanual robots are humanoids, with whom we share a similar embodiment, using data collected
from humans performing the tasks has the potential to facilitate the skill
acquisition. Task-parameterized models of movements are representations
that can automatically adapt to a set of task parameters, which typically
reflect the state of the environment (e.g. object locations) or the state of
the robot. The particular type of model that will be exploited here is the
Task-Parameterized Gaussian Mixture Model (TP-GMM), first introduced
in [1].
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TP-GMM combines probabilistic modeling of movements with a linear
structure of task parameters. In particular, demonstrated movements are
encoded probabilistically in a GMM from the perspective of different candidate frames. These candidate frames typically correspond to coordinate
systems of relevant objects or landmarks in the workspace of the robot, but
we will show that they can be extended to other affine operators. Here, both
the probabilistic encoding and the affine structure of task parameters will be
exploited to address the identified research challenges:
• The bimanual coordination problem will be addressed by encoding the
movement of each end-effector in the coordinate system of the opposite
end-effector and of other objects in the workspace of the robot. Moreover, TP-GMM will be combined with unit quaternions and dynamical
systems to achieve the modeling of complete end-effector poses and
synthesis of compliant movements
• The task parameters will be extended to Jacobian-based operators that
allow for representing operational space constraints in the configuration
space. The probabilistic encoding given by GMM allows for extracting
invariance in the demonstrations and take into account constraints in
both operational and configuration spaces
• Task priorities can be learned with TP-GMM by using the task parameters to represent candidate hierarchies. As in the previous point, a
statistical analysis based on the variability observed in the demonstrations will be employed to extract the hierarchy that was applied during
demonstrations.

1.3

Contributions

The contribution of this thesis is a general PbD framework for bimanual skill
transfer in dual-arm platforms and humanoid robots that allows for:
• Learning bimanual coordination skills with orientation. A
method, combining TP-GMM, unit quaternions and dynamical systems, that allows dual-arm robots to learn complete end-effector poses
from demonstrations is proposed. The main advantage with respect to
existing techniques is that it encodes, simultaneously, bimanual coordination patterns (in both position and orientation) and movements with
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respect to objects. This happens while being resistant to perturbations
and generalizing well to unseen situations.
• Combining operational and configuration space constraints. A
novel formulation of TP-GMM is introduced, which takes advantage of
its linear structure to automatically extract invariant patterns in both
operational and configuration spaces. Being able to identify invariance
in both spaces is essential for skills that combine joint space and task
space movements.
• Extracting prioritization behaviors from demonstrations. A
relevant problem in LfD is that of extracting the priority behaviors that
are being employed by the demonstrator. Here, a method is proposed
that allows for the identification of the employed hierarchies from a
candidate pool of priority structures by means of statistical analysis.
This is especially important in humanoid robots since the kinematic
chains of their arms share the waist joints, which often leads to conflicts
between the arms.

1.4

Thesis Outline

This thesis is structured in the following chapters:
• Chapter 2 covers background work with the aim of assessing how the
research community has attempted to address the identified research
problems over the years.
• In Chapter 3, the mathematical tools employed in the thesis are provided and explained in detail. It starts with a review of representations of orientation. This topic is aligned with one of the goals of this
dissertation: achieving bimanual skill transfer that takes into account
end-effector orientations. Subsequently it describes in detail different
LfD methods. Starting with Dynamic Movement Primitives, it finalizes
with statistical approaches such as TP-GMM. It closes with a review
of the employed algorithms for robot control.
• Chapter 4 introduces the proposed approach for learning full-pose
bimanual skills in operational space with TP-GMM. It describes how
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TP-GMM can be combined with dynamical systems and unit quaternions to achieve superior generalization capabilities while encoding bimanual coordination patterns with orientation. A bimanual sweeping
experiment validates the approach.
• Chapter 5 addresses the combination of operational and configuration
space constraints. It introduces a novel parameterization of TP-GMM
that allows for projecting learned skills on the configuration space –
through the pseudo-inverse of the Jacobian matrix – and automatically
extract which is the most relevant space to reproduce the skill. A
bimanual shaking experiment is used to showcase the approach.
• In Chapter 6, the task parameters are extended to hierarchies of tasks,
allowing for the extraction of the prioritization employed in the demonstrations. Reaching tasks with the two arms validate the new type of
parameterization.
• Chapter 7 closes the thesis with conclusions, future and ongoing work.

1.5

Publications

The contents of this thesis have either been published in conference proceedings or are under review. In the beginning of each chapter, the connections
to publications are made clear and in Appendix B the list of publications
is detailed. Moreover, the videos of the experiments presented here can be
found at:
http://joaosilverio.weebly.com

Chapter 2
Related Work
As robots move progressively from structured to unstructured environments
such as our homes, small scale factories, offices and public spaces, it is crucial
that their adaptability and autonomy match the degree of complexity of their
surroundings and of the tasks they should perform. Standard approaches
of programming robots individually for single tasks are rapidly becoming
obsolete, as the environments where robots are inserted become increasingly
more dynamic and prone to change. Very often, tasks are not repeated in
a consistent way, and many times they are not repeated at all. As a field,
Robot Learning, [2], has emerged as a promising direction to increase the
adaptability of robots by endowing them with greater capabilities to learn
new skills either by themselves or with the help from humans. It consists
of applying machine learning tools in the context of Robotics, as a way to
address specific problems in the field.
One of the subfields of interest in Robot Learning is that of Learning
from Demonstration (LfD) [3], which aims for an intuitive and user friendly
skill transfer from humans to robots. The recent increase in the number of
bimanual robots, which are not just humanoids but also dual-arm setups of
cooperative manipulators, opened up new research questions in the context
of LfD. In particular, new algorithms are required that allow for the simultaneous extraction of bimanual coordination patterns and movements with
respect to objects. In this regard, for real dexterous skill learning, coordination patterns in orientation must be properly encoded by the learning
algorithms. Orientation is typically overlooked in learning algorithms, likely
due to the fact that their representations lie on non-Euclidean manifolds and
therefore are hard to model. Another relevant aspect, especially in the case
9
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of humanoids, is the importance of the joint space in manipulation. Several
skills (e.g. gestures) are performed at the joint level and typical LfD algorithms fail at encoding them unless one previously sets the algorithm to learn
the joint values. It is therefore important to have algorithms which allow for
automatically extracting which one among joint and task spaces is the most
relevant in a demonstrated skill. Finally, when humans manipulate objects
there is usually some underlying priority behavior. In bimanual tasks, this
typically manifests as the prioritization of one arm over the other when two
skills are incompatible. Several algorithms have been proposed to learn task
priorities but few have focused on their extraction from demonstrations.
The following sections lay out previous work related to these research
questions. We will start with an overview of Robot Learning, with particular
attention on LfD, and progressively focus on the learning of bimanual skills
in task space, the different possibilities for learning coordination patterns in
orientation and approaches for learning priorities.

2.1

Robot Learning

The vast field of Robot Learning is commonly divided in three sub-fields:
Model Learning, Reinforcement Learning (RL) and Learning from Demonstration (LfD).
Learning the inverse dynamics model is perhaps the most typical example
of Model Learning. Since the inverse dynamics model of a robot can change
during interaction with the environment, as well as due to wear and tear of
the robot, it is important to be able to estimate and refine it continually and
incrementally. This problem is typically treated as a non-linear regression
problem where a mapping between state (joint trajectories) and action (joint
torques) is learned from data such that the system can be moved from a
current to a desired state. Consequently, approaches employing Gaussian
Processes (GPs) [4, 5] and Locally Weighted Projection Regression (LWPR)
[6] have proven successful.
Reinforcement Learning [7] stands out from the other two types of Robot
Learning through the fact that it aims for making the robot learn by itself
through experience. RL problems are commonly formulated as finding an
optimal policy that optimizes an objective function over a time horizon with
the robot obtaining its reward from interaction with the environment [8, 9].
Moreover, the closely related sub-field of Inverse Reinforcement Learning [9],
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addresses the extraction of a cost function employed in a task from observations, which can subsequently be used to train new policies using RL.
Learning from Demonstration, also often referred to as Programming by
Demonstration (PbD) or Imitation Learning, is a subfield of Robot Learning
that focuses on developing algorithms that allow for an intuitive, user-friendly
transfer of skills from humans to robots [10, 11]. Existing LfD algorithms can
be roughly divided into dynamical systems-based [12], probabilistic-based
[13, 14, 15, 16] and combinations of the two [15, 17, 18, 1, 19, 20]. The
most popular algorithm of the first type are Dynamical Movement Primitives (DMPs) [12]. This approach encodes demonstrations as attractor-point
movements in a second-order linear system, where a non-linear forcing term
(that is learned from data) shapes the dynamics of the system so that the
reproduced behavior matches the demonstrations. The flexibility of its representation allows for rich features such as resistance to perturbations, obstacle avoidance or movement stopping, making DMPs a widely used tool in
Robot Learning with extensions including periodic movements [21], orientation modeling [22, 23, 24] and bimanual manipulation [25, 26, 27, 28, 29], to
name a few.
Gaussian Mixture Models (GMM) are an example of probabilistic approach that has a proven record of success in LfD [1, 13, 30, 31]. GMMs
approximate the joint probability density of the movement variables in order
to encode locally linear behaviors between them. Through Gaussian Mixture Regression (GMR), the demonstrated movement can then be regressed
by conditioning the joint pdf on observed inputs. Advantages of GMM over
DMPs include the automatic extraction of the correlations between variables, which can allow for establishing different input-output relations with
the same model, and the encapsulation of the variability in the demonstrated
movements. The simplest way to synthesize a skill with GMM is through the
encoding of demonstrations as time-driven movements, with GMR computing the probability distribution of the output variables given the current time
step, P (xt |t). A slightly more involved approach consists of modeling the
dynamics of the movement instead, with GMR computing P (ẋt |xt ). This
raises stability issues, as with standard approaches for estimating GMM parameters, one cannot ensure that the modeled system is stable. Khansari
et al. [17] have addressed this issue by imposing stability constraints on the
model estimation, leading to the Stable Estimator of Dynamical Systems
(SEDS) algorithm.
Gaussian Process Regression (GPR) [4] is another example of a popular
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probabilistic approach, that can be employed in LfD (see e.g. [32]). Unlike
GMM/GMR it attempts to explicitly model the function to be regressed,
instead of the joint pdf of the variables. However, GPs do this by modeling
distributions of functions. This approach offers several advantages in regression, including the possibility to specify kernels that one knows to reflect the
structure of the data (e.g. periodicity, linearity). The choice of kernel determines the generalization properties of the model. Moreover, kernels can be
combined through addition and/or multiplication, allowing for setting even
richer priors on the data [33].
LfD algorithms can also be used as a coarse initialization of parametric
models in combination with RL. Most skills are too complex to be learned
from scratch using RL since in most cases the space of possible solutions is
too large for a proper one to be ensured in a realistic time frame. Hence,
demonstrating the task first – even with a subpar model – allows for biasing
the exploration process towards a good solution. In [19], for instance, a robot
learns how to flip pancakes through reinforcement learning using PoWER
[34], after having been initialized with a single demonstration. This sort of
approach spans a wide range of applications, with works like [35, 36] using
LfD to learn cost functions from biological movement data in the context of
inverse reinforcement learning and generalizing a policy to different robots.
Notwithstanding all the recent advances in Learning from Demonstration,
several problems are still unsolved. One of such problems is generalization. In
this direction, task-parameterized movement models came up as a possible
solution for achieving superior generalization capabilities of skills to new
situations.

2.2

Task-parameterized movements

Note: This section is adapted from [31]
Task-parameterized models of movements/behaviors refer to representations that can automatically adapt to a set of task parameters that can, for
example, describe the current context, situation, state of the environment, or
state of the robot configuration. The task parameters refer to the variables
that can be collected by the system and that describe a situation, such as
positions of objects in the environment. The task parameters can be fixed
during an execution trial or they can vary while the motion is executed. The
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Figure 2.1: Illustration of the TP-GMM approach. (a) Demonstrations are
given and we would like to generalize them to new situations. (b) One way
of achieving this is through the probabilistic modeling of the movement from
the perspective of different frames. (c) A statistical analysis can be done to
extract the invariant features of the skill. Image adapted from [31].
model parameters refer to the variables learned by the system, namely, that
are stored in memory (the internal representation of the movement). During
reproduction, a new set of task parameters (description of the present situation) is used to produce new movements (e.g., adaptation to new position of
objects after having observed the skill in a different situation).
Several denominations have been introduced in the literature to describe
these models, such as task-parameterized [37, 38, 1] (the denomination used
here), parametric [39, 40, 41], stylistic [42] or object-centric warping [43]. In
these models, the encoding of skills usually serves several purposes, including
classification, prediction, synthesis and online adaptation. A taxonomy of
task-parameterized models is presented in [44], with three broad categories,
namely:
1. Approaches employing M models for the M demonstrations, performed
in M different situations, see e.g. [45, 46, 41, 18, 47, 48, 49];
2. Approaches employing P models for the P frames of reference that are
possibly relevant for the task, see e.g. [50, 51, 52];
3. Approaches employing a single model whose parameters are modulated
by task parameters, see e.g. [39, 40, 12, 53, 14, 54].
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In the majority of these approaches, the retrieval of movements from the
model parameters and the task parameters is viewed as a regression problem.
This generality might look appealing at first sight, but it also limits the
generalization scope of these models. Task-parameterized Gaussian mixture
models (TP-GMM) [1, 31, 30] aim at increasing this generalization capability
by exploiting the functional nature of task parameters. Indeed, in Robotics
applications, task parameters can most of the time be related to frames
of reference, coordinate systems, basis functions or local projections, whose
structure can be exploited to speed up learning and provide the system with
better extrapolation capability.
Figure 2.1 illustrates how TP-GMM achieves generalization with a simple
example of a movement between two frames. One starts with a few demonstrations of a skill which should be generalized to new situations (a). By
observing the skill from the perspective of the different frames and encoding
it probabilistically (b), one can perform a statistical analysis on the model
to extract the invariant features of the movement, allowing for its extrapolation (c) (Chapter 3 gives a more in-depth description of the algorithm).
The capability of simultaneously encoding movements in different coordinate
systems is relevant for the learning of bimanual skills, where we find both coordination between hands and movements with respect to objects. Therefore,
TP-GMM provides important advantages for learning such type of skills.

2.3

Bimanual skill transfer in operational space

Most methods that have been proposed in recent years for learning bimanual manipulation from demonstrations were based on Dynamical Movement
Primitives (DMPs) [12]. Gams et al. [25] extended DMPs with a method
that modulates the velocity using a force term computed from a virtual spring
that connects the end-effectors. This spring has an equilibrium point that
is the desired distance between the end-effectors, therefore forcing them to
maintain a desired formation. Umlauft et al. [26] define a cooperation term
inspired by artificial potential fields, that is a function of the distance between the end-effectors. This term is then incorporated as feedback in DMPs
allowing the robots to keep a demonstrated formation. Despite successfully
encoding demonstrated trajectories, these two approaches present two main
limitations: 1) the neglect of orientation in the pose of the end-effectors
(even though in the case of [25] Euler angles could have been used), and
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2) the absence of statistical information about the task to be reproduced,
which makes it impossible to determine the range of possible variations of
the skill. In a subsequent publication [29], Gams et al. address the problem
of orientation coordination in bimanual skills. They do this by combining the
coupled DMP approach from [25] with the quaternion formulation of DMPs
[23], employing Iterative Learning Control (ILC) to synchronize two initially
uncoordinated arms. This approach improves the drawbacks of [25] since
it takes into account coordination in orientation, however, it is unclear how
and if it allows for proper extraction of the absolute component of the task
(movements with respect to objects) and therefore how the bimanual skill
can be generalized. A recent probabilistic technique from Fanger et al. [27]
approaches the problem of learning coordinated dual-arm behavior by combining Gaussian Process Regression (GPR) [4] with DMPs. In this scenario,
the variance obtained from GPR is used to determine arm dominance, with
low and high variance generating leader and follower behaviors, respectively.
The variance in GPR is an input-dependent measure of the uncertainty of
a prediction that does not reflect the variability of the observed output. As
a consequence, this approach also falls short in accounting for the allowed
variability in the demonstrated skill.
Lioutikov et al. [28] propose to combine sequences of DMPs that encode
partial demonstrations of the complete movement of each arm. While they
consider the encoding of end-effector poses as well as the generalization to
new object positions, the coordination between the two arms is not taken
into account, so the two arms perform decoupled movements. Similarly to
the spirit of DMPs, Likar et al. [55] introduce an approach based on ILC
for force adaptation in bimanual tasks. The approach takes advantage of
the cooperative task space framework [56] and models relative and absolute
poses of the two end-effectors. In the approach proposed in this thesis, the
relative and absolute movements are also considered. Due to its probabilistic
nature, we can encode absolute movements with respect to several objects,
whose importance can change over time, instead of a single one.
In [57], Ureche and Billard focus on the extraction of arm dominance
and role from demonstrations, as well as on the correlations between task
variables such as poses and forces. This work is connected to this thesis
through the goal of extracting relevant features of the task from demonstrations, including absolute and relative movements. It is however unclear how
the approach handles variations of task conditions (several objects or new
object poses) and responds to perturbations to the arms during both cou-
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pled and uncoupled movements. Other works like [58] focus on the design
of optimal controllers with the purpose of minimizing internal forces and
deviations from pre-programmed desired formations. Such approaches have
the potential to be combined with LfD, allowing to demonstrate the desired
formations.
Finally, in [1] Calinon et al. suggest that TP-GMM can be used to learn
bimanual skills through the encoding of the movement of each end-effector
in the frame of the opposite end-effector and in the frame of an object.
Because the arms of the robot that was used in that paper had few degrees of
freedom, the authors overlooked the importance of adapting the end-effector
orientations to the varying task-parameters. In this work, we will show how
the approach [1] can be improved to also include orientation adaptation.

2.4

Learning task-adaptive orientations from
demonstrations

For statistical modeling and regression of orientation data, Lang et al. [59, 60]
propose a method based on Gaussian Processes (GPs) to model orientations
using unit and dual quaternions. In this approach, the input of the GP is an
orientation (or a pose) and the output is a Gaussian distributed velocity. By
learning a mapping between pose and velocity, whose space has a Euclidean
structure, the need for modeling pose distributions is removed.
Calinon [44] shows that treating task adaptation as standard regression
(with GP implementation as example) has limited generalization capability.
Task-parameterized modeling approaches, on the other hand, introduce a
structure based on affine transformations to the task adaptation problem,
which shows better generalization performance. This is achieved at the expense of being less generic (due to the introduced structure), but still covering
a wide range of problems in robotics (many robotics problems involve some
form of affine transformations or linearization properties). It is thus convenient that, when using task-parameterized models to achieve task adaptation
at the level of orientation, we select a parameterization of orientation that
allows for composing orientations using a similar affine operation.
Moreover, while taking into account statistics, approaches based on standard GPs are not fit to robot learning scenarios where one aims for extracting
invariance in the demonstrations. This happens for two main reasons. The
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first is that standard GPs are homoscedastic processes, i.e., the predictive
variance of the regressed variables only depends on the input locations and
is not a function of the observed variability [61]. The second reason is that
standard GPs assume i.i.d. outputs, typically modeling each output with a
separate process. As a consequence they do not encode the observed correlations between output variables.
The approach proposed in this thesis uses unit quaternions, because other
representations such as the axis-angle representation often do not allow for
composing orientations in an affine form, as pointed out in [59]. A line of
work similar to Pastor et al. [22], Ude et al. [23] and Abu-Dakka et al.
[24], who extended the DMP framework to allow the encoding of orientations from demonstrations using unit quaternions, is followed here. These
works are similar in that they aim for training DMPs for orientation trajectories in operational space. However, [23, 24] improve on [22] by providing a
formulation that ensures faster convergence to attractor points.
Other authors have also attempted to exploit task-parameterized orientations in TP-GMM. Hoyos et al. [62] for example, employed unit quaternions
in TP-GMM in an assistive dressing scenario, to adapt the pose of one endeffector to the orientation of the person being dressed. However, the affine
operation that was used was a Euclidean sum of unit quaternions, which is
not the correct way to compose orientations using the unit quaternion representation. In a similar fashion, Calinon et al. [30] exploit Euler angles in
TP-GMM and use their sum to compose orientations, which is only valid in
a limited number of cases.

2.5

Prioritization of tasks

Learning control often requires the handling of task prioritization, where the
goal is to learn from demonstration or from self- refinement how to handle the
priorities of multiple tasks running in parallel. Early approaches to control
of task prioritization can be categorized in two research directions, by either
exploiting a strict hierarchy structure applied to multi-level hierarchies, or
by employing a weighted least squares solution. The two techniques have
pros and cons. Setting an explicit null-space structure guarantees strict priorities at the expense of constraining sometimes too much the tasks, which
quickly limits the number of tasks that can simultaneously be handled with
the number of degrees of freedom available for controlling the robot. It also

2.5. Prioritization of tasks

18

creates discontinuities in the control problem when switching from one hierarchy structure to another. A soft weighting scheme can handle different
levels of task importance and gradual changes from one task to another, but
it does not provide strict guarantee on the fulfillment of each separated task.
A collection of work focuses on solving the prioritization problem under an
optimization framework [63, 64, 65], while others concentrate on alternative
representations of task prioritization [66, 67]. In this thesis, this challenge is
tackled from a robot learning perspective.

2.5.1

Control-based approaches

Recent promising approaches from the field of control employ Quadratic Programming (QP) to solve the task prioritization problem while taking into
account constraints such as the dynamics of the robot and interaction forces.
One of such examples is [63], in which operational space control is formalized
as a prioritized optimization problem. For a given hierarchy of quadratic
objectives, they propose an efficient algorithm that computes the solution in
a strict manner: lower priority tasks are optimized under the constraint that
the solution of high priority ones is optimal. On the other hand, Salini et
al. [64] present an approach based on Linear Quadratic Programming and
a soft weighting of task goals (through a weighted combination of quadratic
objectives), with a mechanism to ensure smooth transitions of the control
signal when priorities change or tasks are inserted or removed. The kinematic/dynamic constraints are defined as linear constraints (both equalities
and inequalities) of the optimization problem. Morris et al. [65] formulate a
Quadratic Program using Control Lyapunov Functions and define conditions
for the existence of a simultaneous solution to multiple tasks, even for the
case when they compete.

2.5.2

Learning approaches based on strict task hierarchies

Learning priorities based on strict task hierarchies typically assumes that
low priority tasks are projected in the null-space of high priority ones. In
this context, Wrede et al. [68] propose a two-step approach to kinesthetically
teach tasks to redundant manipulators. First, in a configuration phase, the
desired null-space behavior (e.g., a convenient posture) is demonstrated to
the gravity compensated manipulator. The relation between the end-effector
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position and desired configuration is encoded in a neural network which is
employed in a second phase –the programming phase– to have the robot
at the demonstrated configuration while the user guides the end-effector to
demonstrate the task.
Saveriano et al. [69] propose an approach based on Task Transition Control (TTC) [70] to refine end-effector and null-space policies. They take
advantage of the smooth transitions between task priorities allowed by TTC
to switch between task execution and teaching, allowing the refinement of
policies of both the main and the null-space tasks in runtime.
Towell et al. [71] propose an approach to extract underlying null-space
policies from demonstrations. Lin et al. [72] propose an approach to learn the
kinematic constraints present in movement observations, as explicitly represented by the null-space projection matrix of a kinematically constrained
system. Besides the inherent shortcomings of strict hierarchies, these directions of work consider hierarchies of only two tasks, which significantly limits
the potential of their application in humanoid robots, and tend to require a
high number of demonstrations.
Hak et al. [73] present an iterative algorithm for identifying a stack of
tasks. From an observed joint trajectory, and a pre-defined pool of possible
tasks that can be executed in parallel, the approach relies on the expected
operational space behavior of each task to select the active tasks, and on
the task-function formalism to gradually remove selected tasks from the observed movement through null-space projections until all tasks have been
selected. This approach shares similarities with the one proposed here in the
controller structure, and in the fact that they also analyze the operational
space to disambiguate between the possible active tasks. One difference is
that, in the approach presented in this dissertation, the task-space analysis
is probabilistic and does not require the introduction of a curve fitting score
to determine how close the behavior is to an exponential function of time.

2.5.3

Learning approaches based on soft weighting of
tasks

For the soft weighting of task priorities, a solution is typically given by a
combination of weighted tasks, see [74] for an example with a torque controller and manually set weights. Dehio et al. [75] and Modugno et al. [76]
propose to learn the weights of each task using Covariance Matrix Adapta-
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tion Evolution Strategy (CMA-ES), a derivative-free stochastic optimization
method. In [75], the weights of each task are assumed to be constant. In
[76], the weights are parameterized by Radial Basis Functions (RBF) spread
along a time window, which allows the priorities of the different tasks to
change over time. Both approaches require the previous definition of a fitness function and a pool of elementary tasks. The approach presented here,
also requires prior information about potential hierarchies, but it directly
exploits the demonstrations to discover the structure of the task, without
requiring an external fitness function.
Lober et al. [77] also use stochastic optimization, with the goal of refining DMPs of incompatible tasks in order to render them compatible. Their
approach focuses on the re-organization of primitives in series, leaving out
scenarios where tasks need to be executed in parallel with different levels of
priority. In [78], the approach was refined by employing Gaussian kernels to
compute variance-dependent weights that are used to determine the priority
of each task. This approach shares connections with the one introduced here
in that the variance is used as a measure of importance of a task. In that
work, the estimated variance depends on the distance to the kernel centers,
which are pre-defined along the planned trajectory. The main difference in
the method proposed here is that the variance is learned from the demonstrations, allowing it to learn new behaviors from the observed variations of
a task.

2.6

Summary of the chapter

This chapter covered the state of the art in the topics relevant to this thesis.
Starting from an overview of the field of Robot Learning, it progressively
addressed the issue of transferring bimanual skills in LfD, focusing on the
encoding of orientations. The chapter closed with a description of recent
approaches for learning task priorities.

Chapter 3
Technical background
Addressing the research problems identified in Chapter 1 requires the combination of different concepts and techniques from the Robotics literature.
This chapter reviews the mathematical tools that were studied and exploited
throughout the thesis. It serves as a technical introduction to the thesis
since such tools are, to different degrees, relevant for the approach proposed
in Chapters 4 to 6.
Section 3.1 covers representations of orientation. It focuses on rotation
matrices, Euler angles, angle-axis and unit quaternions, each of which offers
different advantages in the context of task-parameterized movements. The
content of this section is specially important for the developments in Chapter
4, which focuses on learning bimanual coordination patterns in orientation.
Section 3.2 describes different approaches for the learning and synthesis
of movements from demonstrations. It starts with an overview of Dynamical
Movement Primitives, for both position and orientation, and ends with probabilistic approaches, including Task-Parameterized Gaussian Mixture Models.
Finally, Section 3.3 gives details on the control aspects that were exploited
throughout the thesis. In particular it reviews concepts of inverse kinematics for multi-task control. This section is important for Chapters 5 and 6,
where the concept of invariance extraction with TP-GMM is extended to the
configuration space.
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Representations of orientation

The pose of a rigid body is defined by its position and orientation with
respect to a reference frame. A robot’s movement in free space is described
by the poses of its links and end-effector, while the tasks to be performed
are comprised of both position and orientation constraints that need to be
fulfilled.
Describing positions in space is achieved by vectors of the form
 
p1

p = p2  ∈ R3 ,
(3.1)
p3
where p1 , p2 , p3 are the components along the x, y and z coordinates of
a given reference frame. The orientation of a rigid body is described by a
coordinate system attached to it. It follows that the simplest way to represent
such a coordinate system is by writing the unit vectors of its principal axes
with respect to the reference frame – through (3.1) – resulting in a so-called
rotation matrix. However, such a representation is over-defined, since it uses
nine parameters and any orientation can be described with as few as three.
Consequently, other representations exist to describe the orientation of a
body. The focus of this section is on rotation matrices, Euler angles,
angle-axis and unit quaternions.
Some of the explanations given here will be intentionally concise, as the
material is, in general, introductory to most Robotics studies. The importance of reviewing representations of orientation in this thesis comes from the
fact that the choice of representation plays an important role in Chapters 4
and 5. This section takes inspiration from the textbooks [79, 80] thus the
reader is referred to those for a more in-depth coverage of the material.

3.1.1

Rotation matrices

Rotation matrices are a straightforward representation of orientation. The
columns of a rotation matrix R represent the three principal axes of a coordinate system in a given reference frame,
R = [r 1 r 2 r 3 ] ,

(3.2)

where r 1 , r 2 , r 3 are orthonormal, i.e. ||r 1 || = ||r 2 || = ||r 3 || = 1 and
r 1 r 2 = r>1 r 3 = r>2 r 3 = 0. Thus, rotation matrices are orthogonal, i.e.,
>
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R> R = I, from which it follows that R> = R−1 . Finally, rotation matrices are a special type of orthogonal matrix, since det(R) = 1. They form
the special orthogonal group SO(3), the group of orthogonal matrices with
determinant 1.
Composition of rotation matrices
Rotation matrices are not a mere representation of orientation. In fact, their
most relevant property is that they can be used as rotation operators. They
can therefore be applied both for transforming and mapping orientations
between frames.
The product between two rotation matrices is in general non-commutative,
i.e., for two arbitrary rotation matrices R1 , R2 with R1 6= R2 we have
R1 R2 6= R2 R1 .
When R1 and R2 are defined with respect to the same reference frame,
the matrix product rotates the frame whose orientation is described by R2
by the rotation defined by R1 .
Alternatively, the product between rotation matrices can also be seen as
an operator that maps orientations between frames. Thus, if RB
C describes
the orientation of a frame C with respect to another frame B, and RA
B
describes the orientation of B with respect to a frame A, the matrix product
gives the orientation of C with respect to A:
A B
RA
C = RB RC .

3.1.2

(3.3)

Euler Angles

Rotation matrices are excellent tools for mapping and transforming frames,
but they are not particularly intuitive to use as a representation. If one wants
to define a desired orientation for a robot’s end-effector using (3.2), determining the exact entries of the rotation matrix by hand is akin to impossible.
Euler angles are a good solution to this practical problem. They are
a 3-tuple of angles (α, β, γ) that represent individual rotations around the
axes of a coordinate system. When using Euler angles, one must choose a
convention, i.e., the axes around which the rotations are to be performed
(e.g. xyz, zyx, zyz) and if the rotations are performed about a fixed or a
moving frame.
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Figure 3.1: Coordinate system (solid arrows) rotated using the product of
rotation matrices (left) and the sum of Euler angles (right). The coordinate
systems (dashed arrows) that result from the two operations are different.
For a xyz rotation about a fixed frame, one obtains the following rotation
matrix from the individual rotations:
Rxyz (α, β, γ) = Rz (γ)Ry (β)Rx (α)




cγ −sγ 0
cβ 0 sβ
1 0
0
1 0  0 cα −sα ,
= sγ cγ 0  0
0
0 1
−sβ 0 cβ
0 sα cα

(3.4)

where cα is the abbreviation of cos(α), sα of sin(α) and so on.
An important limitation of Euler angles is that their sum cannot be used
to compose orientations. Indeed, for two arbitrary rotations (α1 , β1 , γ1 ),
(α2 , β2 , γ2 ), we have that
Rz (γ2 )Ry (β2 )Rx (α2 )Rz (γ1 )Ry (β1 )Rx (α1 )

(3.5)

Rz (γ2 + γ2 )Ry (β2 + β1 )Rx (α2 + α1 ).

(3.6)

is not equal to
This can be shown with a simple example. In Figure 3.1-left we see a
frame rotated according to (3.5), while in Figure 3.1-right we see the same
frame rotated using (3.6). The resulting orientation is different between the
two cases, confirming the above. The same applies for the product of Euler
angles.
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Figure 3.2: Coordinate system (solid arrows) rotated using the product of
rotation matrices (left) and the sum of angle-axis (right). The coordinate
systems (dashed arrows) that result from the two operations are different.
When using Euler angles, if one wants to perform rotations or mappings
between frames, the common approach is to, first, convert the 3-tuples into
rotation matrices (3.4), second, perform the matrix product and, finally,
convert the resulting rotation matrix back to Euler angles.

3.1.3

Angle-axis

Euler’s rotation theorem states that any orientation can be described as a
rotation θ about n̂, an axis of rotation, with ||n̂|| = 1. The pair {θ, n̂}
forms the angle-axis representation of orientation. Since ||n̂|| = 1, only
two parameters are required to describe n̂, thus the angle-axis is a minimal
representation (three parameters in total). A compact 3 × 1 representation
is often used,
n = θn̂.
(3.7)
Similarly to Euler angles, there is no affine operation to compose orientations using angle-axis. In particular, for the sum of two angle-axis n1 , n2
we have that:
R(n1 )R(n2 ) 6= R(n1 + n2 ),
(3.8)
as shown in Figure 3.2. The expression for R(n) can be found in [79].
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Unit quaternions

Quaternions have a long history in mathematics since being defined by Hamilton [81], who proposed them as an extension of complex numbers. Hamilton
was intrigued by the connection between the product of complex numbers
and the rotation of vectors in a plane, so he was studying an analogous relationship in three dimensional space. In this direction, he introduced the
quaternion as1 :
r = r0 + r1 i + r2 j + r3 k,
(3.9)
where i, j, k are complex number components [82] that satisfy the relationships:
i2 = j 2 = k 2 = ijk = −1
ij = k = −ji
jk = i = −kj
ki = j = −ik.

(3.10)
(3.11)
(3.12)
(3.13)

The product of two quaternions follows the ordinary rules for algebraic multiplication, so for two quaternions r and s we have
rs =(r0 + r1 i + r2 j + r3 k)(s0 + s1 i + s2 j + s3 k)
= r0 s0 + r0 s1 i + r0 s2 j + r0 s3 k
+ r1 s0 i + r1 s1 i2 + r1 s2 ij + r1 s3 ik
+ r2 s0 j + r2 s1 ji + r2 s2 j 2 + r2 s3 jk
+ r3 s0 k + r3 s1 ki + r3 s2 kj + r3 s3 k 2 .

(3.14)

If we apply the relationships (3.10)-(3.13), after some algebraic regrouping
of terms we obtain:
rs = r0 s0 − (r1 s1 + r2 s2 + r3 s3 )
+ r0 (s1 i + s2 j + s3 k) + s0 (r1 i + r2 j + r3 k)
+ (r2 s3 − r3 s2 )i + (r3 s1 − r1 s3 )j + (r1 s2 − r2 s1 )k.

(3.15)

Quaternions can also be written in vectorized form, in which case we use
r = [r0 r1 r2 r3 ]> . We will employ this notation throughout the thesis.
1

In this section r and s will be used to denote quaternions. The commonly used p and
q are already in use to denote other relevant variables throughout the thesis
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Even though Hamilton introduced the quaternion, it is a matter of controversy whether he was the one who discovered how it can be used to perform
rotations. Some authors [83] claim that it was Cayley [84] who discovered
that quaternions can be used to perform rotations in R3 , through unit quaternions. A unit quaternion  ∈ S 3 is defined by
 
0
 
1 
v


= =
,
(3.16)
2
u
3
where v ∈ R and u ∈ R3 , following the notation used by [23], are the real
and vector parts of the quaternion. As the name implies, unit quaternions
have unitary norm, i.e., v 2 + u> u = 20 + 21 + 22 + 23 = 1.
A unit quaternion2 is related to the angle-axis representation through

  
v
cos 2θ
.
(3.17)
=
u
sin 2θ n̂
Composition of unit quaternions
Similarly to the product between rotation matrices, the quaternion product is
in general non-commutative. The vectorized form of the quaternion product
(3.15) is defined by


v1 v2 − u>1 u2
,
(3.18)
1 ∗  2 =
v1 u2 + v2 u1 + u1 × u2
and it can be interpreted as a rotation operator: it rotates the frame whose
orientation is described by 2 by the rotation defined by 1 . Alternatively, the
quaternion product can also be seen as an operator that maps orientations
between frames. Thus, if 2 describes the orientation of a frame C with
respect to another frame B, and 1 describes the rotation of B with respect
to a frame A, the quaternion product (3.18) gives the orientation of C with
respect to A:
A
B
A
(3.19)
C = B ∗ C .
2

From here on, we will refer to unit quaternion when using the term quaternion
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Quaternion matrix
The product between two quaternions α = [α0 α1 α2 α3 ]> and β = [β0 β1 β2 β3 ]>
can also be written in matrix form by resorting to Hamilton operators (quaternion matrix):
−

+

α ∗ β = H(α)β = H(β)α,
+

with Hamilton operators H,

α0 −α1 −α2
+
α1 α0 −α3
H(α) = 
α2 α3
α0
α3 −α2 α1

(3.20)

−

H defined by (see also [85])



−α3
β0 −β1 −β2 −β3
−

α2 
β3 −β2 
 , H(β) = β1 β0
.


−α1
β2 −β3 β0
β1 
α0
β3 β2 −β1 β0
(3.21)
+

−

Notice the commutativity between H and H in (3.20). Even though
the quaternion product is not commutative, Hamilton operators commute
between them. This result is useful when we want to change the order of the
quaternions being multiplied without affecting the resulting orientation.
The result (3.20) distinguishes unit quaternions from other orientation
representations, allowing for the composition of orientations through a matrixvector product, i.e., through a linear operation. In Chapter 4 we will see
how this property can be exploited in the learning of bimanual skills (with
orientation) through a combination of Task-Parameterized GMM and unit
quaternions.

3.2

Movement learning and synthesis

Different approaches have been proposed for learning motor behaviors from
demonstrations. This section focuses on Dynamical Movement Primitives
(DMP), the combination of Gaussian Mixture Models (GMM) and Gaussian Mixture Regression (GMR), and Task-Parameterized Gaussian Mixture
Models (TP-GMM), since these were exploited in this work. Other frequently
used approaches include Gaussian Process Regression (GPR) [4], Locally
Weighted Regression (LWR) [86], Locally Weighted Projection Regression
(LWPR) [87] and Support Vector Regression (SVR) [88]. An excellent review of the connections between these approaches, from a regression point of
view, is given in [89].
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Dynamical Movement Primitives (DMP)

Introduced by Ijspeert et al. over one decade ago [90] and further refined over
the years [12], Dynamical Movement Primitives (DMP) encode a movement
in a dynamical system governed by a set of second order linear differential
equations:
τ ẏ = α (β (gp − x) − y) + f (s)
τ ẋ = y.

(3.22)
(3.23)

Here, x and y represent the position and scaled velocity of the system (τ
is a temporal scaling factor) and gp corresponds to an attractor point (a final
position) to which the system converges.
The term f (s) in Eq. (3.22), is a non-linear forcing term that modulates
the acceleration of the system, allowing for the generation of arbitrarily complex movements. It is computed from a weighted combination of radial basis
functions (RBF)
PN
wi φi (s)
s.
(3.24)
f (s) = Pi=1
N
φ
(s)
i
i=1
The variable s is a decay term with dynamics τ ṡ = −ks, resulting in
k
s(t) = e− τ t + c. Parameter k is a scaling factor that allows for changing
the duration of a demonstrated movement. Typically, c = 0 to ensure that
s → 0 for t → +∞. The latter ensures that f (s) vanishes towards the end of
the movement, resulting in a simple second order system with well studied
stability properties. The parameters α and β control the rate of convergence
and stability of the system and are frequently set such that it is critically
damped.
From Eq. (3.24) it follows that computing the non-linear forcing term
for an observed movement is equivalent to finding wi . This can be done by
re-writing Eqs. (3.22), (3.23) as a function of f (s) and solving the resulting
system of linear equations,
PN
wi φi (sj )
sj = τ 2 ẍj + ατ ẋj − αβ(gp − xj ),
(3.25)
Pi=1
N
φ
(s
)
i
j
i=1
where the subscript j denotes the j-th datapoint of a demonstrated movek
ment. Here, the decay term is computed as sj = e− τ tj where tj is the time
instant at which datapoint j was observed.
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Equations (3.22), (3.23) are the foundation of the DMP framework. These
equations can be modified to achieve richer robot behaviors like phase stopping and obstacle avoidance. Details on these extensions can be found in
[12, 90].
Orientation DMP
The above DMP formulation is valid for Euclidean data, i.e., when the distance between two points can be computed using the Euclidean distance
as employed in Equation (3.22). Orientation data, however, often lie on
manifolds such as the unit hypersphere S 3 , and therefore different distance
measures need to be used. Moreover, integration of the DMP equations must
take into account the manifold structure in order to generate proper orientations (e.g. unit-norm quaternions, orthogonal rotation matrices). It follows
that the DMP framework must be adapted if one wants to model orientations
using DMP.
In order to address this problem, Pastor et al. propose modified DMP
equations [22]:
τ ω̇ = α (β vec (g o ∗ ¯) − ω) + f o (s)
 
1 0
∗ .
τ ˙ =
2 ω

(3.26)
(3.27)

Here, , g o ∈ S 3 are unit quaternions that denote the orientation of the
system and the goal orientation. The vector [0 ω> ] is a purely imaginary
quaternion (i.e., zero real part), ω ∈ R3 is the angular velocity and ˙ the
quaternion derivative. The term ¯ is the conjugate of  and is given by
 
v
¯ =
.
(3.28)
−u
The operator vec : S 3 → R3 is a function that returns the vector part of a
quaternion, vec() = u, and is used here to compute the orientation error,
or the angular velocity that rotates  into g o in the unit time.
In [23], Ude et al. propose an alternative to Eq. (3.26), employing a
different operation for computing the orientation error:
τ ω̇ = α (β 2 log (g o ∗ ¯) − ω) + f o (s).

(3.29)
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Here, the logarithmic map, log: S 3 → R3 , converts the quaternion error
into an angle-axis representation (up to a factor of 2):
  
u
arccos(v) ||u||
, u 6= 0
v
log() = log
=
(3.30)
>
u
[0 0 0] ,
otherwise.
The hypersphere S 3 is a 3-dimensional Riemannian manifold and log () maps
a point  from the manifold to the tangent space of its origin (here assumed
to be the identity quaternion [1 0 0 0]> ). An inverse map, the exponential
map, exp: R3 → S 3 , converts an orientation in angle-axis notation into a unit
quaternion:
( h
i>
n>
, n 6= 0
cos(||n||) sin(||n||) ||n||
(3.31)
exp(n) =
>
[1 0 0 0] ,
otherwise,
where n ∈ R3 is an angle-axis as in (3.7) and a point in the tangent space
of S 3 . For ||n|| < π the logarithmic and exponential mappings are bijective
and inverse to each other. For details on Riemannian manifolds see [91].
Ude et al. argue that the operation vec (g o ∗ ¯) employed in (3.26) is an
improper way of computing the error between two orientations and show that
(3.29) results in faster convergence to the goal orientation. This follows from
computing the angular velocity as ω = 2log (g o ∗ ¯) which takes into account
the topology of S 3 through the logarithmic map. Other authors use similar
mistakes to [22], e.g. [92, 93] use the product between the real and vector
parts of the error quaternion, vu, to compute the orientation error.
Under this framework, the integration of the DMP equations can be
achieved through the exponential map, resulting in a proper unit-length
quaternion, through


∆t ω(t)
∗ (t),
(3.32)
 (t + ∆t) = exp
2 τ
where ∆t is the integration step.
An equivalent representation of orientation DMP using rotation matrices,
instead of unit quaternions, can be found in [23].

3.2.2

Gaussian Mixture Models/Gaussian Mixture Regression (GMM/GMR)

Gaussian Mixture Models (GMM) are a probabilistic tool for unsupervised
learning that has a proven record of advantages in the context of LfD [31, 13,
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94, 17]. The combination of GMM with Gaussian Mixture Regression (GMR)
allows one to regenerate smooth trajectories of demonstrated movements,
through Gaussian conditioning. Unlike other approaches like LWR or GPR,
the combination of GMM and GMR does not aim to explicitly model the
function to be regressed but to model the joint probability density function
of the data. Some parts of the content in this section are adapted from [31].
Gaussian Mixture Models (GMM)
D
We assume a dataset of N observations ξ = {ξ t }N
t=1 , with ξ t ∈ R . For a
mixture of K components, the probability of a point is given by:

P(ξ t ) =

K
X

πk N (ξ t |µk , Σk ),

(3.33)

k=1



1
− (ξ t − µk )> Σ−1
with N (ξ t |µk , Σk ) =
D
1 exp
k (ξ t − µk )
2
(2π) 2 |Σk | 2
1



The parameters of P
the mixture are therefore {πi , µi , Σi }K
i=1 , where πi is
K
the mixing coefficient ( i=1 πi = 1), µi is the mean and Σi is the covariance
matrix of the i -th Gaussian in the mixture. Several approaches exist for
estimating these parameters given data, including spectral clustering [95, 96,
97], online learning [98, 99, 100, 101, 102] or self-refinement [103]. Here we
will follow an implementation based on an expectation-maximization (EM)
procedure [104]. It aims for maximizing the log-likelihood of the dataset:
L(ξ) =

N
X

log (P (ξ t )) ,

(3.34)

t=1

with P (ξ t ) computed as in Eq. (3.33). This leads to a two-step iterative
process comprised of an expectation and a maximization step, as follows.
E-step:
πi N (ξ t |µi , Σi )
ht,i = PK
k=1 πk N (ξ t |µk , Σk )

(3.35)
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M-step:
PN
πi ←

t=1

N
PN

t=1
µi ← P
N

ht,i

ht,i ξ t

t=1 ht,i

PN
Σi ←

t=1

(3.36)

,
,

ht,i (ξ t − µi )(ξ t − µi )>
.
PN
t=1 ht,i

(3.37)
(3.38)

The above two steps are repeated until a stopping criteria is met. Given
that EM is guaranteed to increase the likelihood of the data at each iteration,
one can stop the optimization once the increase in the log-likelihood is small
u+1
enough, i.e. LLu < C, for a given iteration u.
Since Eq. (3.34) is non-convex, EM does not guarantee convergence to
a global optimum. It also follows that the optimization is sensitive to the
initialization of the mixture parameters. For this reason, it is recommended
to initialize the parameters prior to EM, which can be done with geometric
clustering techniques such as k-means [105].
As a probabilistic approach, GMM comprises two important properties
for Robotics applications that make it stand out from other state-of-the-art
learning approaches:
• The encapsulation in covariance matrices of the demonstrated movement variability. This provides a measure of how much a movement
can be allowed to vary during reproduction. Moreover, it allows for
identifying invariant parts of a skill that need to be reproduced more
strictly.
• The automatic extraction of the correlations in the data. This allows
for inferring coordination between degrees of freedom and to establish
different input-output relationships during movement synthesis.
The combination with Gaussian Mixture Regression allows for an efficient
computation of motor primitives that can be used to synthesize and generalize
demonstrated skills.
Gaussian Mixture Regression (GMR)
Gaussian Mixture Regression takes advantage of the conditioning properties
of Gaussian distributions to regress a demonstrated movement. Conditioning
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a multivariate Gaussian on observations of one of the variables results in a
new Gaussian (standard Gaussian regression). GMR extends this concept to
a GMM encoding the joint probability density function of data.
It is convenient to establish a block decomposition of the datapoint ξ t ,
vectors µi and matrices Σi , according to the dimensions that span the input
and output variables. We can thus write:
 I
 I IO 
 I
µi
Σi Σi
ξt
, Σi =
,
(3.39)
ξ t = O , µi =
O
O
µi
ΣOI
ξt
i Σi
where the superscripts I and O indicate the input and output dimensions.
GMR relies on the joint probability distribution P (ξ I , ξ O ) encoded by the
GMM to compute, at each time step t during reproduction, the conditional
distribution P(ξ Ot |ξ It ):
O

I

P(ξ t |ξ t ) ∼

K
X

I



O

I

O

hi (ξ t ) N µ̂i (ξ t ), Σ̂i



,

(3.40)

i=1
I −1
with µ̂Oi (ξ It ) = µOi + ΣOI
(ξ It − µIi ),
i Σi
O

I −1
Σ̂i = ΣOi − ΣOI
ΣIO
i Σi
i ,
I
I
πi N (ξ t | µIi , Σi )
.
and hi (ξ It ) = PK
I
I
I
k πk N (ξ t | µk , Σk )

(3.41)
(3.42)
(3.43)

Note that Eq. (3.40) represents a multimodal distribution. For problems
in which a single peaked output distribution is preferred, Eq. (3.40) can be
approximated by a normal distribution


P(ξ Ot |ξ It ) = N ξ Ot | µ̂Ot , Σ̂Ot , with
(3.44)
O

µ̂t =
Σ̂Ot =

K
X
i=1
K
X

hi (ξ It ) µ̂Oi (ξ It ),

(3.45)

 O

>
>
hi (ξ It ) Σ̂i + µ̂Oi (ξ It ) µ̂Oi (ξ It ) − µ̂Ot µ̂Ot .

(3.46)

i=1

Equation (3.44) can be computed in a very rapid manner from the model
parameters, allowing online retrieval of data. This computation is independent from the number of datapoints used to train the model (unlike datadriven approaches such as Gaussian Process Regression, for example). The
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Figure 3.3: Illustration of Gaussian Mixture Regression in two dimensions.
Left: A two-component GMM is fit to a dataset with a strong non-linear
trend. Right: GMR is used to perform non-linear regression. Each Gaussian component describes a linear trend, whose influence on the regression is
determined by the activation weights (top), computed from the input. Image
adapted from [31].
retrieved signal in Eq. (3.44) encapsulates variation and correlation information in the form of full covariance matrices.
Figure 3.3 shows an example of regression with GMR for a GMM with
K = 2. The left image shows a dataset with a strong non-linear trend and
a GMM that was learned offline. In the right image we see GMR applied
to this GMM. The regression is a weighted combination of linear systems
that encode local trends in the data, with weights computed from the input
according to (3.43).
GMR has so far mostly been used in three manners:
1. as an autonomous system with ξ = [x> , ẋ> ]> , by learning P(x, ẋ) with
a GMM, with x and ẋ representing position and velocity of the system
(either in task space or joint space), and by retrieving iteratively during
reproduction a series of velocity commands by estimating P(ẋ|x) with
GMR [106, 94, 15, 17];
2. as time-indexed trajectories with ξ = [t, x> ]> , by learning P(t, x) with a
GMM, and retrieving P(x|t) with GMR for each time step to reproduce
smooth trajectories (infinitely differentiable) [13].
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Figure 3.4: Finding a trade-off between different expectations about the
location of the data, coming from different frames. Image adapted from [31].
3. as a probabilistic formulation of DMPs called Dynamical System GMR
(DS-GMR) [1, 107, 108].

3.2.3

Task-parameterized GMM (TP-GMM)

Consider the case of a movement that was observed from the perspective
of different frames (Figure 3.4, left). Such frames are parameterized with
respect to a common reference frame by the position of their origins and the
orientation of their coordinate systems {bt,1 , At,1 }, {bt,2 , At,2 }. The observed
movement within each frame can be modeled statistically,
with
dis
 Gaussian


(1)
(2)
(1)
(2)
tributions for example, in which case we have N µ , Σ
, N µ ,Σ
.
For new situations, i.e., for rotated and translated frames, we obtain new distributions which are computed using the linear transformation properties of
Gaussians:
(1)

(1)

ξ̂ t = At,1 µ(1) +bt,1 ,

Σ̂t = At,1 Σ(1) A>t,1 ,

(3.47)

(2)
ξ̂ t

(2)
Σ̂t

(3.48)

= At,2 µ(2) +bt,2 ,

(2)

>

= At,2 Σ At,2 ,

As a result of being translated and rotated, the two frames have different
expectations of where data should be located in new situations. One can
formulate the problem of finding a trade-off between the two different expectations during reproduction as an optimization problem, with a quadratic
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cost function that takes into account the information in the two frames:
ξ̂ t = arg min
ξt

2
X

(j) >

ξ t − ξ̂ t

(j) −1

Σ̂t

(j) 

ξ t − ξ̂ t

.

(3.49)

j=1

The result of this optimization is represented in Figure (3.4), right. The
analytical solution of (3.49) can be obtained by differentiating the cost function and equating it to zero, resulting in a solution ξ̂ t and an error defined
 by a covariance Σ̂t . Also, this solution corresponds to a Gaussian
N ξ̂ t , Σ̂t , that can be obtained by computing the product of the two Gaus (1) (1) 
 (2) (2) 
sians N ξ̂ t , Σ̂t , N ξ̂ t , Σ̂t .
Task-Parameterized Gaussian Mixture Models (TP-GMM) are a generalization of this concept to more complex movements, encoded in a GMM
instead of a single Gaussian. It is used to encode movements in multiple
coordinate systems simultaneously, described by a set of task parameters,
where the importance of each coordinate system can change during the task,
depending on the variability observed in the demonstrations. This information is used during movement synthesis to adapt the demonstrated skill to
new situations.
Formally, each demonstration m ∈ {1, . . . , M } contains
PM Tm datapoints
N
forming a dataset of N datapoints {ξ t }t=1 with N = m Tm . The P task
parameters are defined at time step t by {bt,j , At,j }Pj=1 . If task parameters
represent coordinate systems, bt,j is the origin of the observer and At,j is a
rotation matrix. We often refer to the task parameters as candidate frames
or candidate projections since they form a pool of elementary task structures
to reproduce a movement.
The demonstrations ξ ∈ RD×N are observed from these different viewpoints, forming P trajectory samples X (j) ∈ RD×N . The task parameters
can be directly collected from sensors located at the frames, or they can be
computed for each datapoint or demonstration with
(j)

X t = A−1
t,j (ξ t − bt,j ) .

(3.50)

The model parameters of a TP-GMM with K components are defined by
K
(j)
(j)
(j)
(j)
πi , {µi , Σi }Pj=1 i=1 (πi are the mixing coefficients, µi and Σi are the
center and covariance matrix of the i-th Gaussian component in the candidate frame j). Learning of the model parameters is achieved by log-likelihood
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maximization subject to the constraint that the data in the different frames
arose from the same source, resulting in an expectation-maximization (EM)
algorithm to iteratively update the model parameters until convergence, according to the following two steps.
E-step:


(j)
(j)
(j)
N
X
|µ
,
Σ
t
i
i
j=1


=P
Q
(j)
(j)
(j)
K
P
π
N
X
|µ
,
Σ
t
k
k
k=1 k
j=1
πi

ht,i

QP

(3.51)

M-step:
PN

t=1

πi ←
(j)
µi

ht,i

N
PN

(3.52)

,

(j)
t=1 ht,i X t
,
PN
t=1 ht,i

←

PN

t=1

(j)

Σi ←

ht,i



(3.53)

(j)
Xt

(j)
µi

−
PN

t=1


>
(j)
(j)
X t − µi

ht,i

.

(3.54)

The learned model is then used to reproduce movements in other situations (e.g., for new positions and orientations of coordinate systems). A new
GMM with parameters {πi , µ̂t,i , Σ̂t,i }K
i=1 can automatically be generated with
P




Y
(j)
(j)
N µ̂t,i , Σ̂t,i , with
N µ̂t,i , Σ̂t,i ∝
j=1
(j)

(j)

µ̂t,i = At,j µi +bt,j ,

(j)

(j)

Σ̂t,i = At,j Σi A>t,j , (3.55)

where the result of the Gaussian product is given by
Σ̂t,i =

P
X
j=1

(j) −1
Σ̂t,i

−1

,

µ̂t,i = Σ̂t,i

P
X

(j) −1

Σ̂t,i

(j)

µ̂t,i .

(3.56)

j=1

Figure 3.5 depicts the process of TP-GMM for the illustrative two-frame
example that we saw in Figure 2.1. In this example, we observe demonstrations of a movement going from Frame 1 to Frame 2, collected at different
locations of Frame 2. Figure 3.5 (a)-(b) shows the movement from the perspective of each frame and the corresponding GMM. Notice how the variability encoded in Frame 1 is low in the start of the movement and high towards
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Figure 3.5: Example of TP-GMM for a 2D movement between two frames.
(a)-(b): Local GMM encoding of the movement in each frame. Notice the
different colors of the Gaussians and how the variability encoded in each
frame varies according to the phase of the movement. (c): Resulting GMM
after Gaussian product. (d)-(f ): The products of individual Gaussians in
the model. Image adapted from [31].
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the end (because Frame 2 was in different locations) and vice-versa for Frame
2. Through Gaussian product, TP-GMM is able to re-generate the invariant
features of the movement, represented as Gaussians with small covariances
in each frame (Figure 3.5 (c)-(f)).
The GMM obtained from Eq. (3.56) can be used to retrieve a reference
trajectory for the robot through GMR at any given time step t. The combination of TP-GMM and GMR is achieved by augmenting the dataset in each
frame with the input dimension, and defining all task parameters At,j and
bt,j so that the input is not modulated by the task parameterization. Compared to an initial TP-GMM encoding ξ Ot with task parameters AOt,j and bOt,j ,
 > > >
the combination of TP-GMM and GMR instead encodes ξ t = ξ It ξ Ot
with
task parameters


 
I 0
0
At,j =
, bt,j = O ,
(3.57)
0 AOt,j
bt,j
where in the case of ξ It being a decay term (or an explicit time variable
driving the system), the identity matrix I collapses
to 1. This way, GMR

O
O
I
O
O
generates a new distribution P (ξ t |ξ t ) = N ξ t |µ̂t , Σ̂t as we saw in 3.2.2
that is used to control the robot.

3.3

Robot Control

Robot Control is a vast field involving a diversified range of concepts and
techniques (e.g. force/torque control, operational space control, impedance
control, etc) that aim for realizing the movement of robots in space. Here
we give a brief description of the inverse kinematics problem for redundant
manipulators and its solution, as it is relevant in the context of the approach
proposed in Chapters 5 and 6.

3.3.1

Inverse Kinematics

The forward kinematics equation allows for expressing the pose of a robot’s
end-effector with respect to its base, as a function of the joint values:
xt = f (q t ),
(3.58)

>
where xt ∈ R6 and q t = qt,1 . . . qt,Nq denote the end-effector pose and
the joint values of the robot at t, for a robot with Nq DoF. Differentiating
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(3.58) yields the differential kinematics equation, mapping joint velocities q̇ t
to end-effector velocities ẋt :
∂f (q t ) ∂q t
∂xt
=
= J (q t ) q̇ t ,
(3.59)
∂t
∂q t ∂t
where J (q t ) is the Jacobian matrix of the end-effector. In operational space
control, as tasks can be defined at the level of position and orientation, the
Jacobian matrix is typically comprised of two block matrices (dropping the
dependencies on q and t):
   
ṗ
J
ẋ = J q̇ ⇐⇒
= p q̇,
(3.60)
ω
Jo
ẋt =

where J ∈ R6×Nq is the so-called geometric Jacobian3 , consisting of two
sub-matrices Jp ∈ R3×Nq , Jo ∈ R3×Nq which map joint velocities to the
end-effector linear and angular velocities, ṗ ∈ R3 , ω ∈ R3 .
The inverse kinematics problem consists of finding a configuration q for
the robot that leads to a desired end-effector pose x. This problem is usually solved through inverse differential kinematics: for a motion trajectory
assigned to the end-effector in terms of ẋ, we would like to find q̇ that reproduces the given trajectory. In the case of redundant manipulators (Nq > 6),
as the ones we consider in this thesis, there are infinite solutions for q̇ so this
problem is treated from an optimization perspective as the minimization of
the L2 -norm of the residuals:
ˆ = arg minkẋ − J q̇k = arg min(ẋ − J q̇)>(ẋ − J q̇).
q̇
2
q̇

q̇

(3.61)

The solution to this problem corresponds to the minimum-norm joint velocities and is given by:
ˆ = J† ẋ,
q̇
(3.62)
where
J† = J> J J>

−1

(3.63)

is the right pseudoinverse of the Jacobian matrix. Moreover, the redundancy
of the robot allows for generating internal motions in the manipulator without
changing the resulting end-effector velocity. The solution is then given by:
ˆ = J† ẋ + N q̇ 0 ,
q̇
3

(3.64)

The geometric Jacobian maps q̇ to ω, while the analytical Jacobian maps q̇ to the
rates of other - minimal - representation of orientation, such as Euler angles [79].
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where
N = I − J† J ,

(3.65)

is the null-space projection operator and q̇ 0 a secondary objective that will
not affect the principal L2 -norm minimization objective.
Another possible solution to (3.61) is given by
ˆ = J> J
q̇

−1

J> ẋ,

(3.66)

−1 >
where J> J
J is the left pseudo-inverse of J . This solution, however,
does not correspond to the minimum-norm joint velocities.

3.4

Discussion

In Section 3.1 we have seen different ways of representing orientations. Each
of them provides us with unique properties, which can be employed differently. In particular, we saw that even though they are quite compact and
intuitive representations of orientation, both Euler angles and angle-axis do
not provide an efficient way of composing orientations as affine transformations. Conversely, rotation matrices and unit quaternions do. This makes
them more suitable for movements that require fast, on-line adaptation to
external parameters.
Section 3.2 showed that Dynamical Movement Primitives are an excellent
tool for generating movements from demonstrations. This is specially true in
the case of orientations, for which a DMP formulation that generates proper
unit quaternions exists. However, they have two main disadvantages when
compared to GMM/GMR: 1) since each degree of freedom of a movement is
modeled by a separate DMP, the correlations between the different degrees of
freedom are not learned and 2) they do not permit the extraction of the variability from demonstrations. On the other hand, we saw that GMM/GMR
allows for richer input-output relations – as a consequence of encoding the
correlations between all variables in the model – while capturing the demonstrated variability in full covariance matrices. In addition, from a regression
point of view, GMR provides a theoretically sound means for performing
smooth non-linear regression, allowing for the retrieval of a new multivariate
Gaussian distribution at every step of movement synthesis. Finally, as we
will see in Chapter 4, GMM also allows for learning the position and width
of the basis functions used in DMP, which typically must be pre-defined.
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Finally, we saw that TP-GMM takes advantage of the compact representation of variability provided by GMMs through full covariance matrices to
extract invariant behaviors from the demonstrations. Moreover, it allows for
the online adaptation of movement models to external task-parameters, by
taking advantage of the linear transformation properties of Gaussian distributions, which is particularly useful for the generalization of skills to new
situations.

3.5

Summary of the chapter

This chapter covered the mathematical tools that were exploited in the thesis. We started with representations of orientation in three dimensional space,
covered different approaches for learning and synthesizing movements from
demonstrations and finished with inverse kinematics of redundant manipulators. We closed with a discussion about the differences between representations of orientation and approaches for movement synthesis, which are
relevant for the following chapters, as well as a brief review of inverse kinematics.

Chapter 4
Learning bimanual skills with
complete poses in operational
space
The aim of this chapter is to provide an approach for bimanual skill transfer in
operational space. It is motivated by the fact that most LfD techniques have
solved problems in unimanual manipulation and, with the growing number
of bimanual platforms, new issues have arised which need to be accounted
for by the learning algorithms [109].
In particular, the focus of this chapter is on the simultaneous extraction
of bimanual coordination and object-related constraints, with special attention on orientation constraints. As we saw in the previous chapter, TP-GMM
allows for probabilistically encoding a movement in different coordinate systems, an important feature when trying to learn bimanual skills, where each
end-effector moves with respect to the other and with respect to the objects that need to be manipulated. Here, we will see how TP-GMM can be
combined with unit quaternions and dynamical systems to achieve bimanual
skill transfer that takes into account position and orientation coordination,
is resistant to perturbations and generalizes well to new situations.
The chapter expands on the material in our paper [108], where the approach was first introduced. Since that publication, it has been applied in
different scenarios by other authors, namely for learning end-effector pose dynamics in continuum robots [110] and in valve-turning tasks for underwater
teleoperation [111].
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Introduction

The transfer of bimanual skills to robots is a growing topic of research in
robot learning. As the number of available humanoid robots grows, there is
an increasing need to exploit their two hands, in order to take advantage of
the repertoire of tasks they can perform. Figure 1.2 depicts several examples of dual-arm robotic tasks that one could potentially teach to robots by
demonstration using LfD techniques.
Most research in manipulation learning has focused on unimanual skills.
Recent efforts have attempted to bridge the gap between state-of-the-art
methods and bimanual platforms [25, 26, 27, 28, 55], but several problems
remain unsolved. In particular, no approach so far has been able to encode
bimanual skills from demonstrations in a way that the robot can, simultaneously:
• extract the pose constraints (position and orientation) between the two
hands,
• maintain the learned poses when perturbed,
• know when the formation needs to be maintained (because a bimanual
robot may also be performing two separate unimanual tasks at the same
time),
• adapt the poses of both arms in run-time when the objects to be manipulated are moved or change.
The approach proposed in [1] partly addresses these problems, leaving,
however, the orientation constraints out of the learning problem. It is a wellknow fact that bimanual manipulation is a good example of a scenario where
complex movements at the level of the end-effectors are needed for performing
successfully [109]. In this context, learning generalized motions (i.e., position
and orientation) is crucial for achieving dexterous and autonomous dualarm skills. Figure 4.1 shows examples of tasks from our daily lives that
require hands to be coordinated in orientation. It is therefore essential that
a LfD algorithm for bimanual skill transfer is capable of encoding orientation
constraints.
This chapter builds up on the framework proposed in [1] to provide an approach for the learning of bimanual skills from demonstrations that takes into
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Figure 4.1: Pouring drinks1 , uncapping a bottle2 or peeling vegetables3 : some
of many examples of bimanual tasks from our daily lives where the orientation
between the hands is crucial for correct task execution.
account both position and orientation constraints. The proposed approach
combines the flexibility and structure of TP-GMM with unit quaternions and
dynamical systems to simultaneously encode bimanual coordination patterns
in position and orientation as well as pose constraints with respect to objects.

4.2
4.2.1

Proposed approach
TP-GMM for bimanual skills

Early works on the control of cooperative manipulators established the concept of cooperative task space [112, 113]. That formulation defines directly
the task variables in terms of absolute and relative movements of the cooperative system. The structure of TP-GMM can be exploited for transferring
bimanual skills in an analogous way. In particular, a bimanual skill can be
learned by encoding the movement of each end-effector in several different coordinate systems in the workspace of the robot, including the frame of the opposite end-effector. The consideration of the opposite end-effector allows for
learning coordination patterns between the two arms (relative movements),
while other frames encode movements with respect to objects (absolute movements). This strategy for bimanual skill learning with TP-GMM has been
introduced in [1] and is illustrated in Figure 4.2.
With this formulation of TP-GMM, bimanual position tasks can be learned
1

http://punchdrink.com
http://gadgetsin.com
3
http://wikihow.com
2
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(b)

Figure 4.2: Learning bimanual skills from demonstrations with TP-GMM.
The movement of each end-effector (orange dot) is encoded in the coordinate
system of the opposite end-effector (green frame) as well as in the coordinate
system of the robot’s base or other relevant objects in the workspace (red
frame). (a) Coordinate frames for encoding the left end-effector movement.
(b) Coordinate frames for encoding the right end-effector movement.
with a definition of datapoint ξ t and task parameters as:
  I
 


1 0
0
t }ξ t
ξ t=
, bt,j=
, At,j=
.
pt,j
x̂t ξ Ot
0 Rt,j

(4.1)

Task parameters (4.1) only allow for modulating end-effector positions.
However, in any bimanual manipulation scenario, relative and absolute movements occur also in orientation. We will now see how the task-parameterization
can be extended to orientation.

4.2.2

Learning task-parameterized orientations

Section 3.1 showed that representations of orientation such as Euler angles
and angle-axis contain singularities and that composing orientations using
these representations cannot be done with affine operations. As we have
seen, adding or multiplying two pairs of Euler angles or angle-axis does not
result in the same orientation as the one that results from applying the two
rotations consecutively. On the other hand, unit quaternions and rotation
matrices provide non-minimal, singularity-free, representations of orientation
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and the product between two quaternions or two rotation matrices allows for
composing orientations. Notably, in the case of unit quaternions, this can be
achieved through a matrix-vector product.
Here, it is proposed to take advantage of the matrix representation of
the quaternion product that we saw in Section 3.1.4 to build compact representations of end-effector orientations using TP-GMM. Recall that, for two
+

+

arbitrary unit quaternions 1 , 2 we have 1 ∗ 2 = H(1 )2 , where H(1 ) is
a 4 × 4 Hamilton operator (quaternion matrix). Let ξ t denote a datapoint
at t, as described in 3.2.2, and bt,j , At,j be the task parameters of a frame j.
Task-parameterizing orientations can be achieved by defining:

ξ = ˆt


 t
(4.2)
bt,j= 04×1
,

+


At,j= H t,j
where ˆt is a unit quaternion reference obtained from the demonstrations
+

and H t,j represents the orientation of frame j at t (in the base of the robot),
expressed as a Hamilton operator. With (4.2), when the demonstrated trajectories are projected on the frames according to (3.50), we have
+

−1
A−1
ˆt .
t,j (ξ t − bt,j ) = H t,j 

(4.3)

This product is equivalent to the quaternion product ¯t,j ∗ ˆt , mapping the
reference orientation ˆt to frame j.
During movement synthesis, from (3.55), we have
(j)

+

(j)

At,j µi + bt,j = H t,j µi

(4.4)

,

(j)

where µi denotes the quaternion elements of the i-th Gaussian in frame
j. For ˆt encoding the end-effector orientation, (4.4) gives the desired orien+

tation of the end-effector in the robot’s base for any value of H t,j , allowing
for the generalization of the demonstrated orientations to the new frame
orientations.
From this, it follows that encoding the complete pose of one end-effector
in a time-driven movement can be achieved with TP-GMM by defining ξ t

4.2. Proposed approach

49

and bt,j , At,j , as:
  I
t 
}ξ t


ξ t= x̂t
,
ξ Ot
ˆt




0
bt,j=pt,j ,
0


1 0
0
At,j=0 Rt,j +0 .
0 0 H t,j


(4.5)

+

Here, Rt,j and H t,j both represent the orientation of frame j, expressed as
rotation and quaternion matrices, pt,j denotes the 3-dimensional Cartesian
position of frame j and x̂t is an observed position reference. New pose
references are obtained during movement synthesis by resorting to Gaussian
product and GMR, as described in section 3.2.3, allowing for the computation
of a new distribution P (ξ O |ξ I ) at every step of the movement.
Note that we encode unit quaternions in a TP-GMM as 4-dimensional
vectors without imposing any constraint on the norm. Thus, the output of
GMR yields a 4-dimensional vector which might not be of unit norm. Therefore, at each time step t of the movement synthesis, the entries of ξ Ot that
correspond to the quaternion reference must be normalized. In Section 4.3
we will show that in practice, even though this post-processing step is an
approximation, the process provides appropriate reproductions in the considered experiment. Further work from our group has addressed the problem
of statistically generating proper unit quaternions [91].

4.2.3

Encoding and retrieving full poses with statistical dynamical systems

In [1], our group introduced a probabilistic formulation of Dynamical Movement Primitives, named Dynamical System GMR (DS-GMR). The approach
consists of modeling, after gravity compensation of the robot, the position of
the robot’s end-effector as a virtual unit mass driven by a weighted superposition of spring-damper systems, whose equilibrium points and weights are
inferred from the demonstrations.
This approach provides several advantages for task-space control, namely:
robust handling of perturbations during task execution, and the possibility
of selecting the tracking gains according to the desired level of compliance.
Assuming constant stiffness and damping gain matrices, selected a priori,
the learning problem becomes that of computing a virtual attractor for the
end-effector position from every demonstration and encoding the distribution
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of demonstrated attractors in a statistical model, such as TP-GMM. GMR
is then used during reproduction to estimate the attractor as a normal distribution with full covariance matrix. The tracking gains can be estimated
from the covariance [30], but here, as in [1], they were predefined.
In this section we see how the probabilistic formulation of dynamic movement primitives can be generalized to orientations using quaternion notation.
Statistical dynamical systems for position
The dynamics of a unit mass-spring-damper system for position are governed
by a second order linear differential equation, given by:
ẍ = K p (x̂ − x) − K v ẋ,

(4.6)

where K p , K v are respectively the stiffness and damping gain matrices, and
a reference of zero velocity is assumed. The variable x̂ represents the virtual
attractor that is computed for every demonstration based on the assumed
dynamics given in (4.6), through the choice of K p , K v . If x, ẋ, ẍ are,
respectively, the demonstrated position, velocity, and acceleration at any
given instant, the corresponding virtual attractor is computed through:
x̂ = (K p )−1 ẍ + (K p )−1K v ẋ + x,
 

 x
−1
= I (K p ) K v K p ẋ .
ẍ

(4.7)

By formulating demonstrations in this way, it is possible to reproduce the
demonstrated movement with any desired dynamics by setting K p and K v
accordingly.
Statistical dynamical systems for orientation
In order to be able to generate movements with different levels of compliance
in orientation, we formulate the learning problem as that of learning an attractor in unit quaternion space, similarly to position. We rely on the method
proposed in [23] – and covered in Chapter 3 – where the DMP framework is
extended with a formulation that encodes orientation trajectories using both
rotation matrices and unit quaternions. Since the DMP is described by a
second order linear differential equation, the adaptation of quaternion-based
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Figure 4.3: Illustration of the Dynamical System GMR approach for position
and orientation. Left: The end-effector is modeled as a unit mass springdamper system following a position attractor given by GMR (red). Right:
An equivalent representation in orientation, in which GMR computes an
orientation attractor (red frame).
DMPs (3.29) to the mass-spring-damper system formulation is straightforward:
ω̇ = K o 2 log(ˆ
 ∗ ¯) − K ω ω,
(4.8)
where K o , K ω ∈ R3×3 are respectively the angular stiffness and damping
matrices and ω, ω̇ ∈ R3 represent the angular velocity and acceleration.
The orientation at any given instant is denoted by  while ˆ represents the
orientation attractor, analogous to x̂ in (4.6). The quaternion product ˆ ∗ ¯
gives the orientation error in unit quaternion space, similarly to (x̂ − x) in
(4.6), that is, the amount by which the orientation represented by  needs to
be rotated in order to reach ˆ in the unit time. Moreover, by taking advantage
of the logarithmic map (3.30) we compute the angular velocity that performs
the desired rotation in task space, 2 log(ˆ
 ∗ ¯), as seen in Section 3.2.1.
The quaternion ˆ can be easily computed from demonstrated quaternions,
angular velocities and accelerations by re-writing (4.8) as:


1 −1
1 −1
K ω̇ + K o K ω ω ∗ ,
(4.9)
ˆ = exp
2 o
2
which is the rotational counterpart of (4.7). This formulation takes the geometry of S 3 into account by computing the attractor using the exponential
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map between R3 and S 3 (3.31). Consequently, it is possible to retrieve a
quaternion attractor, based on the assumed dynamics of the demonstrated
orientation trajectory, through the choice of K o and K ω .
With equations (4.7) and (4.9) the learning problem is generalized to full
end-effector poses, becoming a problem of statistically encoding attractors
in both position and orientation. We therefore use the attractors x̂ and ˆ,
defined in this section, as the position and orientation references in TP-GMM.

4.3
4.3.1

Experiment: Bimanual sweeping task
Experimental setup

The proposed approach is applied to the learning of a bimanual sweeping
task, a particular case where bimanual coordination patterns arise, encompassing both position and orientation constraints. Sweeping is a common task
whose realization in humanoid robots has been the focus of several developments over the years, see e.g. [114]. Two torque-controlled 7-DoF Barrett
WAM robots are employed in this experiment, as depicted in Figure 4.4.
A broom is attached to the right end-effector using a passive Cardan joint,
while the left arm uses a Barrett Hand to hold the broom. Since the broom
is passively attached to the right arm, the sweeping movement consists of a
rotation between the two end-effectors, with the hand grabbing the broom
and describing a pendulum-like motion with respect to the end-effector of
the right arm.
Through kinesthetic teaching, 4 demonstrations were collected, with a
duration of approximately 8 seconds each, while the position and orientation
of the end-effectors were recorded. During the demonstrations, both robots
were physically moved with a controller compensating for the effect of gravity. For the encoding of unit quaternions in a GMM, since unit quaternions
provide a double coverage of SO(3) ( and − represent the same rotation
matrix), the data was pre-processed to ensure that there is no discontinuity
in the demonstrated signals (a mere sign check). During control, it was also
ensured that the quaternion returned by the forward kinematics of the arms
was the closest quaternion to the reference (in order to avoid a rotation in the
opposite direction). Training the task-parameterized model was done using
K = 10 Gaussians (K chosen empirically but methods based on a Bayesian
information criterion [115] could alternatively be used for model selection).
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Figure 4.4: Two WAM 7-DoF robots performing a bimanual sweeping task.
In this experiment, K p = 500I and K v = 45I were used to compute the
position attractors of the left arm, K p = 250I and K v = 35I for the right
arm and K o = 250I, K ω = 35I to compute the orientation attractors of both
arms (where I ∈ R3×3 ). The values of K v and K ω were chosen empirically
by
p
keeping the unit mass-spring-damper system overdamped (K v,ω > 2 K p,o ).
A video of this experiment is available online, at the address given in Section
1.5.

4.3.2

Encoding bimanual coordination patterns

The sweeping skill is encoded using two frames (P = 2): a moving frame
(j = 1) given for each arm by the coordinate system defined by the position
and orientation of the opposite end-effector, and a fixed frame (j = 2) defined
by the area to be swept by the broom. Instead of considering two separate
TP-GMM (one per arm), here, for compactness, a single model is employed,
with each Gaussian encoding the concatenation of the poses of both arms.
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Therefore, ξ t and the task parameters of frame
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j = 1, are defined by

0
0
0
0
RR
0
0
0 
t

+

R
0
0 ,
0 Ht

0
0 RLt 0 
+
0
0
0 H Lt

where the superscripts L and R denote the left and right arm respectively,
indicating to which arm corresponds each rotation matrix Rt , Hamilton op+

erator H t , end-effector position xt and attractors x̂t and ˆt . In addition, t
is a time step and 0 are zero matrices of appropriate dimension.
The frame j = 2 is given by the position of the point to be swept
by the broom on the floor and an orientation corresponding to that of
the bases
the robots (which
We thus have
 of
> are aligned in this setup).15×15
L
>
R
>
bt,2 = 0 xsweep 0 xsweep 0 and At,2 = I (where I ∈ R
). Note that
this definition of frames remains valid for a wide range of bimanual skills
involving adaptation to objects or landmarks. In the first experiment, the
values of xLsweep and xR
sweep were randomly selected from the demonstration
set4 .
Figures 4.5 and 4.6 show the positions and orientations of both endeffectors over time during the reproduction of one sweep, projected on the
frame of the area to be swept, together with local representations of the
demonstrations. We observe that the proposed approach successfully reproduces both the demonstrated position and orientation profiles.

4.3.3

The role of the end-effector frames in coordination

As aforementioned, the main advantage of encoding the task in the frame
of the opposite end-effector is that the bimanual coordination patterns underlying the task (both in position and orientation) are encapsulated in the
model. In order to provide a practical example of this property, in particular
at the level of orientation, a new model is trained using P = 1, that describes
the movement only in the frame of the sweeping area. The two models are
4

Alternatively, vision or optical tracking systems may be used to obtain the parameters
of the area to be swept.
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Figure 4.5: Evolution in time of the position dimensions of both end-effectors
during one reproduction attempt, represented in the coordinate system of
the area to be swept by the broom. The grey lines show the demonstrated
trajectories, the red line shows the position attractor that is output by GMR
and the blue line shows the resulting end-effector positions. Time is displayed
in seconds and positions in meters.
then compared to evaluate their reaction to perturbations, in particular how
one arm compensates for perturbations applied to the other. The hypothesis
is that the model with P = 2 should provide a better compensation given
that, in addition to the area to be swept, it also takes into consideration
the position and orientation constraints between the two end-effectors. A
perturbation is therefore applied to the right arm which consists of adding,
via the controller, a force and a torque to its end-effector in task space. The
force is applied along the negative direction of the x2 -axis, while the torque
is applied around the x3 -axis of the base of the robot.
Position
Figure 4.7-top shows the applied force along x2 while the remaining two plots
show how it affects the x2 coordinate of both end-effectors. We observe that
the perturbation generates a displacement of the right arm along x2 (see the
middle plot), for both P = 1 (dashed blue line) and P = 2 (solid blue line).
The effect of this perturbation on the left arm, however, differs between P = 1
and P = 2 (Fig. 4.7-bottom). In the case of P = 1, the attractor x̂L2 keeps
its trend during the perturbation, while in the case of P = 2, the model
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Figure 4.6: Time evolution of the quaternions representing the orientation of
each end-effector with respect to the coordinate system of the sweeping area,
during one reproduction attempt. Grey lines correspond to the demonstrations, while red and blue lines depict the quaternion attractors (normalized
output of GMR) and the retrieved quaternions, respectively.
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Figure 4.7: Response of the position along x2 of both arms when a force
perturbation is applied to the right arm. The first plot depicts the applied
force. The middle and bottom plots represent the attractor (red) and retrieved position value (blue) of the right and left arms, respectively. Dashed
lines correspond to P = 1 while solid lines correspond to P = 2. Time is in
seconds, forces are in Newton, and positions are in meters.
compensates the displacement that occurred in xR
2 by shifting the attractor
x̂L2 accordingly.
Orientation
For plotting purposes, the sequence of unit quaternions that represent the
orientation of the right end-effector with respect to the left end-effector during the demonstrations, ¯Lt ∗ R
t is computed. These quaternions are then
converted into Euler angles for a more intuitive interpretation. Figure 4.8
shows the 3 Euler angles (α, β, γ for rotations around x3 , x2 , x1 , respectively)
alongside with the applied torque (top plot). We observe that, during the
perturbation, the drift in orientation, with respect to the demonstrations, is
greater for the model that was trained using only the frame of reference of
the area to be swept (dashed line). As in the case of position, the coordination patterns at orientation level are encoded in the model when P = 2,
resulting in a better reaction to perturbations since the relative orientation
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Figure 4.8: The first plot depicts the task-space perturbation torque that
was applied to the end-effector of the right arm. The remaining three plots
represent the orientation between the two end-effectors as Euler angles (computed, for visualization purposes, from the quaternions ¯Lt ∗ R
t for every t).
The dashed lines correspond to the model that was trained using P = 1,
while the solid lines correspond to P = 2. Time is in seconds, torques are in
Newton-meter, and angles are in radians.
is considered by the model (solid line).
These results show that the proposed learning framework is able to successfully encode and synthesize position and orientation constraints in bimanual manipulation scenarios, by taking advantage of the new structure of
the task parameters, described in Section 4.2.2. In particular, they highlight
how encoding the bimanual coordination patterns in the model is essential
for a robust execution of the task and how the quaternion-based dynamical
systems formulation can reproduce the demonstrated orientation patterns,
even when facing perturbations.
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Extrapolation to new orientations

Finally, the generalization capabilities of the approach are tested. A new
reproduction is performed with a new set of task parameters for the frame of
the sweeping area, j = 2, in which its position was shifted by 0.28m along the
negative direction of x1 , bringing it closer to the bases of the robots, and by
0.05m along the positive direction of x2 . In addition, the frame was rotated
clockwise by 45◦ , with respect to x3 .
Figures 4.9 and 4.10 show the Euler angles that represent the orientation
of both end-effectors during one reproduction of the sweeping movement
using the new frame. The orientations are represented in the coordinate
system of the bases of the robots (Fig. 4.9) and in the coordinate system of
the area to sweep (Fig. 4.10).
Figure 4.9 shows that the values of αL and αR (rotations around x3 ),
that were retrieved during the reproduction, have an offset of about 0.8rad
(≈ 45◦ ) with respect to the demonstrations. Hence, we can conclude that the
movement was properly extrapolated to an orientation that was not demonstrated. In addition, as can be seen in Fig. 4.10, the orientation of both
end-effectors represented in the frame of the sweeping area remained consistent with the demonstrations in that frame, confirming that the movement
was correctly reproduced.

4.4

Discussion

The bimanual sweeping experiment demonstrated that the proposed approach can successfully encode and synthesize rich bimanual behaviors with
pose constraints. In particular, we have seen that an important capability of
the method is that it allows for learning coordination patterns that are resistant to perturbations. When one arm is disturbed, the other adapts both
its position and orientation in order to keep the demonstrated coordination.
This is a consequence of the task parameterization that permits representing
the demonstrated pose of one arm from the perspective of the other, taking
advantage of the linear transformation properties of Gaussian distributions
to adapt movements in run-time as task-parameters vary. Moreover, the ability to rotate and translate the Gaussians encoded in each frame, also allowed
for extrapolating the demonstrated movement. As we discussed earlier in
Chapter 2, TP-GMM introduces structure into the learning problem, which
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Figure 4.9: The orientation of the end-effectors with respect to the frames
of the robot bases (represented in Euler angles) during a reproduction attempt with new task parameters. Blue lines show the retrieved Euler angles,
while gray lines show the demonstrations. Angles are in radians and time in
seconds.

Figure 4.10: End-effector orientations, as Euler angles, locally represented
in the coordinate system of the sweeping area for the new values of the task
parameters. The blue lines correspond to the retrieved values during the
reproduction, while the demonstrations are depicted in grey. Angles are in
radians and time is in seconds.
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facilitates skill generalization.
Despite the positive results, some limitations deserve attention. In this
approach, unit quaternion distributions are modeled using Gaussians over S 3 .
It is well known that since Gaussian distributions are designed for Euclidean
spaces, problems can arise when they are used for modeling data in other
manifolds. This aspect is circumvented here by normalizing the output of
GMR, which we have seen to be successful in practice for the experiments we
considered. Moreover, the fact that mixture models are employed also attenuates the fact that one is trying to regress spherical data with linear models
since the different components of the GMM can fit different regions of the
unit sphere, providing a better approximation than a single Gaussian would.
However, this does not eliminate the need for a more formal method. The
work presented in this chapter has raised awareness for the topic of statistical
modeling of orientations, which eventually led to the work from Zeestraten et
al. [91] where we propose an approach for imitation learning on Riemannian
manifolds. In that work, the tangent space of the Riemannian manifold of
unit quaternions is exploited to indirectly perform statistics on the manifold,
including Gaussian conditioning, product and regression. An iterative MLE
algorithm is exploited to obtain accurate estimations of unit quaternion distributions, in which the mean is a point on the manifold and the covariance
is defined in the tangent space. It follows that GMR generates unit norm
quaternions. As we saw, in practice the locally linear approximation of S 3
proposed here, provides satisfactory results from a regression point of view,
however, when there is large variance in the orientation data, the method
described in [91] is often more precise. Another method for GMM/GMR on
Riemannian manifolds was recently introduced in [116]. Compared to [91],
it presents some limitations in the generalization of Gaussian regression to
S 3 , which are especially evident when large variances are involved (see [91]
for details on the differences).
One aspect that can potentially limit the applicability of the approach
is related to the skill transfer interface. Kinesthetic teaching is an intuitive
and practical approach for teaching simple manipulators, but the increase of
complexity of the manipulators, both in number of degrees of freedom and in
size, is accompanied by an increase in the difficulty of the kinesthetic teaching
processing. The video of the sweeping experiment provides some evidence
in that sense, as it shows that driving two redundant arms simultaneously
to execute a skill is a cumbersome task for the demonstrator. I hypothesize
that there are two possible directions to improve the skill transfer experience
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for the user, as robots become bigger and with more degrees of freedom:
• Improved kinesthetic teaching - In the line of works like [68],
the kinesthetic teaching process can be facilitated if one is allowed
to perform it in different steps. For example, by first demonstrating a
practical configuration for the redundant arms and then demonstrating
the actual task.
• Online learning and policy refinement - Separating the demonstrations of the two arms and using policy refinement procedures to
gradually improve the models to achieve coordination. In this direction, the work from Saveriano et al. [69] appears to be a sound approach.
That work combines incremental learning and smooth task transition
control to refine end-effector and null space policies online. This approach could allow for 1) relaxing the coordination constraints between
the two arms during the demonstrations, making it less demanding for
the teacher (the coordination could be later achieved during reproductions by guiding the end-effectors appropriately) and 2) adjusting the
arm configuration during reproductions through the refinement of null
space policies as opposed to demonstrating it simultaneously with the
tasks of the end-effectors.

4.5

Summary of the chapter

This chapter introduced a framework for learning generalized end-effector
motions (position and orientation) in bimanual skills by encoding the dynamics of a demonstrated skill through a set of virtual mass-spring-damper systems. The approach was able to automatically discover the pose constraints
of a movement by exploiting the Task-Parameterized version of Gaussian
Mixture Models (TP-GMM). A bimanual sweeping experiment demonstrated
that the foregoing aspects allow robots to build compact models of bimanual
tasks, where full end-effector poses can be modulated by external task parameters in a probabilistic manner, leading to bimanual coordination patterns
that are resistant to perturbations and increased generalization capabilities.

Chapter 5
Combining operational and
configuration space constraints
In Robot Learning, one typically chooses either the operational space or the
configuration space to represent movement primitives when learning a particular skill. The previous chapter, for example, focused on learning manipulation skills in operational space. However, in many cases, motor behaviors
are comprised of constraints that need to be fulfilled in the two spaces. For
example grasping a flag and waving it in the air contains two distinct types
of movements: the operational space reaching and grasping of the flag and
the waving, which is ensured by consistent patterns of joint movements in
configuration space. Therefore, by leaving out one of the two when learning
movement primitives in Robotics, we frequently discard potentially important information about how a skill should be reproduced.
In this chapter, we extend TP-GMM to the simultaneous consideration of
constraints in operational and configuration spaces. The material presented
in this chapter has been submitted to the IEEE Transactions on Robotics
and is currently under review.

5.1

Introduction

In the previous chapter, the attention was centered on the learning of manipulation skills in operational space. However, many skills are more conveniently encoded in configuration space. Gestures are one example of such
skills, where the movements of the joints are more important than the end63
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Figure 5.1: Shaking a cocktail is an example of a bimanual skill that requires
complex movements in configuration space. The region of the task space
where the shaker is moved is not as relevant as the movements of the joints
that lead to the shaking. In this image, one person performs the shake to
her right1 , while the other does it to his left2 .
effector positions.
Nevertheless, in practice, many skills contain a combination of the two
types of constraints. Consider a more complex, bimanual skill, like shaking
a cocktail as in Figure 5.1. The shaking movement can be performed in a
wide area of the operational space (e.g. left or right side of the body) so one
can say that the most relevant features of this task are in the configuration
space (the rythmic movements of some of the joints that generate the shake).
However, reaching and grasping the shaker required goal-directed movements
of both arms towards it, i.e., it required operational space constraints to be
fulfilled. It is on this type of skills, which contain a combination of constraints
in both operational and configuration spaces, that this chapter will focus.
Interestingly, a wide range of skills in Robotics can be defined with linear
operators. Here we reinterpret task parameters by extending them to a richer
set of affine transformations, as opposed to the previous chapter which concentrated on frames of reference associated with locations of objects. In this
chapter, we will see how the Jacobians commonly employed in robotics as a
local linearization of the inverse kinematics can be used as task parameters
in a TP-GMM to extract operational space constraints from demonstrations
and combine them with configuration space constraints (Figure 5.2 depicts
this idea). Preliminary results on this topic can be found in [117].
1
2

http://youtu.be/03JdaRepHkA
http://youtu.be/z6x62kGKXDw
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Figure 5.2: The pseudo-inverse of the Jacobian matrix maps velocities from
operational space to configuration space (first two rows). The same projection can be applied to GMMs encoding operational space movements, by
taking advantage of the linear transformation properties of Gaussians. Constraints encoded in configuration space (last row) can then be combined with
constraints encoded in the models projected from operational space through
Gaussian product. Image adapted from [117].

5.2

Proposed approach

We showed in Chapter 4 that TP-GMM could be used for coordination and
adaptation of end-effector poses. This follows from the fact that pose transformations are linear operations, which can be incorporated into the structure
of TP-GMM through the task parameters {At,j , bt,j }Pj=1 .
Here, the kinematic relationships given by (3.60), (3.61) and (3.64) are
exploited to formulate Jacobian-based task parameters in a way that operational space constraints are projected on configuration space, where the
product of Gaussians can be computed. The approach uses the finite difference approximation of operational and configuration space velocities to
obtain a linear structure of the inverse kinematics solution that is compatible with the task parameter structure of TP-GMM.
In this section, we derive the projection operators that allow for the projection of different types of constraints on configuration space. At the end
of the section, Table 5.1 gives a summary of how these operators are defined
for the different kinds of constraints.
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Configuration space constraints in a fixed frame

Similarly to the recording of the position of an end-effector in a fixed coordinate system, an absolute path in configuration space can be encoded by
defining the canonical frame
bt,j = 0,
yielding joint angles

(j)

At,j = I,

(5.1)

(j)

q̂ t,i = µi .

5.2.2

(5.2)

Absolute position/orientation constraints

By considering the Euler approximation of (3.62), we have
(j)

q̂ t − q t−1 = Jp†(q t−1 ) (x̂t − xt−1 )
(j)

⇐⇒ q̂ t = Jp†(q t−1 ) x̂t + q t−1 − Jp†(q t−1 )xt−1 .

(5.3)

From Equation 5.3, we can derive a candidate frame corresponding to an absolute position constraint in operational space projected on the configuration
space with
(j)
(j)
(5.4)
q̂ t,i = Jp†(q t−1 ) µi + q t−1 − Jp†(q t−1 )xt−1 ,
|
{z
}
| {z }
At,j

bt,j

(j)

where µi encodes the end-effector position in the base of the robot and Jp†
is the pseudo-inverse of the end-effector position Jacobian. Similarly to the
case of a moving coordinate system, the task parameters in (5.4) change at
each iteration.
In order to obtain an equivalent projection operator for orientation constraints we take advantage of the algebraic properties of unit quaternions.
From [22], we have that
ωt =

vec(ˆ
t ∗ ¯t−1 )
.
∆t

(5.5)

Applying (5.5) in (3.62), we have
t ∗ ¯t−1 )
ˆt = Jo† (q t ) ω t = Jo† (q t ) vec(ˆ
q̇
.
∆t

(5.6)

5.2. Proposed approach

67

For any unit quaternion,
operator
vec() can be replaced by the ma 3×1the 3×3

I
trix operation vec() = 0
, allowing us to rewrite (5.6) as

 t ∗ ¯t−1 )
ˆt = Jo† (q t ) 03×1 I 3×3 (ˆ
.
q̇
∆t

(5.7)

As we have seen in Chapter 4, it is often convenient to manipulate quaternion products using linear algebra. In this case, the quaternion product in
(5.7) can be replaced by a matrix product by using Hamilton operators.
−

Here, we take advantage of H that allows for changing the order in which
two quaternions are multiplied without changing the resulting orientation.
Using this operator, we have
−

ˆt ∗ ¯t−1 = H(¯
t−1 ) ˆt .

(5.8)

If we now define, for any matrix M ∈ R4×4 ,


M ∗ = 03×1 I 3×3 M ,

(5.9)

replacing (5.8) in (5.7) and employing (5.9) yields

 −
1
ˆ = Jo† (q t ) 03×1 I 3×3 H(¯
t−1 ) ˆt
q̇
∆t
−
1
= Jo† (q t ) H ∗ (¯
t−1 ) ˆt
.
∆t

(5.10)

Using a finite difference approximation of the joint velocities we obtain
(j)

−

q̂ t = Jo† (q t−1 )H ∗ (¯
t−1 ) ˆt + q t−1 .
(j)
For µi encoding the absolute orientation of the end-effector in the base of
the robot, we take advantage of this structure to obtain new task parameters
At,j , bt,j that map a GMM from quaternion space to configuration space,
namely
(j)

−

(j)

q̂ t,i = Jo† (q t−1 )H ∗ (¯
t−1 ) µi + q t−1 .
|
{z
}
|{z}
At,j

(5.11)

bt,j

(j)

Table 5.1 condenses (5.4) and (5.11) in a single expression (5.14), for µi
encoding a concatenation of position and orientation (as a unit quaternion).
(j)
The extension to µi encoding the end-effector pose in the frame of an object with origin and rotation matrix {xOt , ROt } (with orientation equivalently
represented by Ot ) corresponds to (5.15) in Table 5.1.
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Appendix A explains how to compute the angular velocity that rotates
one quaternion into another in ∆t by using the logarithmic map (3.30). Equations (5.5) and (A.1) are therefore two alternative ways of computing an angular velocity from two unit quaternions. As we discussed in Section 3.2.1, in
[23], Ude et al. demonstrate experimentally that (A.1) results in a faster convergence to the goal orientation, explaining it with the fact that it exploits
the Riemannian manifold S 3 , unlike Equation (5.5) which only accounts for
the direction of change. The formulation used in Chapter 4 to compute
quaternion dynamics was based on (A.1). For the problem of finding suitable projection operators, we thus face an evident trade-off between rate of
convergence of the inverse kinematics solution and the linearity of projection
operators. Therefore the choice for (5.5) is trivial as we wish to obtain an
analytical solution for the projection operators.

5.2.3

Null-space/secondary constraints in configuration
space

The variability observed from multiple demonstrations can also be employed
to learn null-space controllers, see e.g. [71]. With a TP-GMM representation,
a similar process can be exploited to define a set of candidate secondary
constraints. For a null-space constraint with a secondary objective defined
in configuration space, the task parameters are given by
(j)

(j)

+ q t−1 − N(q t−1 )q t−1

(j)

+ Jp†(q t−1 )Jp (q t−1 )q t−1 .
|
{z
}

q̂ t,i = N(q t−1 ) µi

= N(q t−1 ) µi
| {z }
At,j

(5.12)

bt,j

This can be obtained from a finite difference approximation of (3.64) (without
(j)
the Jacobian term), q̂ t − q t−1 = N(q t−1 ) (q̂ t − q t−1 ).
The extension of (5.12) for the case of a secondary objective described in
operational space (for a point in the kinematic chain with corresponding Jacobian J˜) is described in Eqs. (5.17) and (5.18) of Table 5.1. The derivation
is easy to obtain by following the same reasoning as in (5.16).
The different candidate projections in Table 5.1 represent possible kinematic configurations for different types of priority with a solution expressed
in a probabilistic form in the configuration space. From the probabilistic
encoding, it follows that invariant structures will assume a greater degree of
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importance in the computation of the solution through the Gaussian product
operation.

†
(j)
q̂ t,i = N(q t−1 )J˜ (q t−1 )

Relative position/orientation
null-space constraints:
|

−

0

#

+

#

H (¯
t−1 )

−
∗

0

#

#

†

(5.13)

(j)

†

µi − N(q t−1 )J˜ (q t−1 )

(j)

(5.16)


xt−1
+ q t−1
0

µi + J†(q t−1 )J(q t−1 )q t−1

(5.15)



xt−1
− J (q t−1 )
+ q t−1 (5.14)
0
 O

x − xt−1
(j)
µi + J†(q t−1 ) t
+ q t−1
0

(j)
µi

(j)

µi + 0

At,j

bt,j

(5.18)

(5.17)
 O

0
†
xt −xt−1
(j)
˜
−
+
µi +N(q t−1 )J (q t−1 )
+q t−1
0
0 H ∗ (¯
t−1 ) H(O
t )
{z
}
|
{z
}

0

I

" O
Rt

"

H ∗ (¯
t−1 ) H(O
t )

= N(q t−1 )J˜ (q t−1 )

†

0

RO
t

−

0
H ∗ (¯
t−1 )

(j)
q̂ t,i

"

0

I

Absolute position/orientation
null-space constraints:

(j)

= J (q t−1 )

†

"

q̂ t,i = N(q t−1 )

(j)
q̂ t,i

Relative position/orientation
constraints:

= J (q t−1 )

†

Null-space constraints in
configuration space:

(j)
q̂ t,i

Absolute position/orientation
constraints:

Configuration space constraints (j)
q̂ t,i = I
in a fixed frame:

Table 5.1: Summary of task parameters for candidate projection operators.
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Figure 5.3: The COMAN robot performs the bimanual shaking task in the
Gazebo simulator. First: The robot is in a neutral starting pose. Second: Reaching for the bottle and grasping it. Third: Bringing the bottle
closer to the torso. Fourth: Shaking movement executed through rhythmic
oscillations of both shoulder joints.

5.3
5.3.1

Experiment: Bimanual shaking task
Experimental setup and model

In order to experimentally demonstrate the capabilities of the approach proposed in this chapter, the skill of shaking a bottle using the humanoid robot
COMAN was selected. The whole movement contains an operational space
component – reaching, grasping a bottle and bringing it closer to the torso
– and a configuration space component – shaking with rhythmic movements
of the shoulders (Figure 5.3).
The upper-body of the COMAN robot comprises 17 DoF (3 DoF for the
waist and 7 for each arm) with the kinematic chains of both arms sharing
the waist joints. We define the upper-body Jacobian as [118]


J W |L JL 0
J up =
,
(5.19)
J W |R 0 JR
where J W |L , J W |R denote the Jacobians that account for the effect of the
waist joints on the left and right end-effector velocities and JL and JR correspond to the Jacobians of the left and right end-effectors from the waist
link. Thus, the differential kinematics of the left and right end-effectors are
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given by

Jup q̇ =



ẋL
,
ẋR

 
q̇ W

with q̇ = q̇ L  ,
q̇ R

(5.20)

where ẋL , ẋR are the left and right end-effector velocities and q̇ W , q̇ L , q̇ R
are the joint velocities of waist, left and right arm joints.
The least norm inverse kinematics solution is given in this case by
 
ẋL
†
ˆ
q̇ = J up
,
(5.21)
ẋR
where J†up is computed as in Eq. (3.63).
The experiment was run on the Gazebo simulator. Several demonstrations were generated, solving the inverse kinematics for the operational space
part of the movement, and applying sinusoidal references directly on both
shoulder joints for the rhythmic part of the movement that performs the
shaking. End-effector positions and orientations, as well as the joint angles of both kinematic chains, were recorded throughout the movement. For
model training, 10 demonstrations of the skill were collected, each of them
with different poses of the object to be grasped and a duration of approximately 13 seconds. Temporal alignment of the demonstrations was achieved
using Dynamic Time Warping [119].
For this experiment, a TP-GMM with K = 10 components, chosen empirically (alternatively, BIC [115] could have been employed for model selection),
was used. For each arm, P = 2 frames were considered: the frame defined by
(5.15), parameterized with the pose of the bottle, and the canonical frame
(5.13) in order to encode the absolute joint trajectories, which are required
to perform the shaking movement. The pseudo-inverse of the upper-body
Jacobian, J†up,t , was used in the definition of the first frame (5.15).

5.3.2

Results

Figures 5.4-5.6 show the dataset of demonstrations over time3 , represented
in each frame, together with the Gaussian components obtained after EM.
Figures 5.4 and 5.5 represent the end-effector pose while Figure 5.6 represents
the joint angles. Moreover, to aid in visualization, the reach-and-grasp and
3

Only data corresponding to the left arm is plotted.
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Figure 5.4: End-effector position of the left arm from the perspective of
the bottle frame, with demonstrations (black) and one reproduction (red).
Ellipses depict the Gaussian components of the model (isocontour of one
standard deviation). The shaded areas mark the duration of the reach and
grasp phase, and the shaking phase.
shaking phases are highlighted with a green shade in the plots. The duration
of these phases was not pre-defined and the alignment of the demonstrations
within each phase is a consequence of DTW.
Figures 5.4 and 5.5 show that during the reach-and-grasp movement,
there is low variability in the demonstrations (black lines), both in position
and orientation, as the end-effector approaches the bottle (towards the end
of the shaded green area). This is successfully captured by the model, that
encodes this part of the movement with Gaussians of low covariance. After the grasping of the bottle (≈ 7s), the variability in the demonstrations
increases, as does the covariance of the Gaussians. This increase in the variability follows from the end-effector moving away from the frame where the
bottle was grasped. We assume that this frame does not move together with
the bottle after the grasping (it can be seen as if it was the frame of a tray
or a platter where the bottle was standing).
Figure 5.6 shows that, from the beginning of the shaking phase (≈ 9s),
the shoulder joint exhibits a consistent oscillatory pattern that in this case
is modeled by 3 Gaussians. This contrasts with the other joints of the robot,
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Figure 5.5: End-effector orientation (quaternion) of the left arm in the bottle
frame, with demonstrations (black) and one reproduction (red).
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Figure 5.6: Waist (pitch and yaw) and shoulder joints of the left arm. Notice
the low variability of the shoulder joint during shaking (second shaded area).
which do not influence the shaking movement.
The red lines in Figures 5.4-5.6 correspond to a reproduction for a new
bottle frame (different from the demonstrations). They show that the constraints encoded in the model are correctly reproduced by GMR. In other
words, the parts of the movement where the Gaussians have the lowest covariance (3 − 6s in Figs. 5.4, 5.5 and 9 − 13s in Fig.5.6) are reproduced with
higher precision. This is a notable result as these constraints are present
in different spaces: the end-effector pose constraints are in operational space
(Figures 5.4 and 5.5) and the joint oscillations are in configuration space (Figure 5.6). It was the application of the operators defined in Table 5.1 that
permitted the projection of both types of constraints on the same space (the
configuration space), where the Gaussian product was computed, resulting
in the extraction of invariance.
In this formulation of TP-GMM, each frame corresponds to a candidate
configuration space solution to execute the movement. Each solution has an
associated weight, that is estimated from the demonstrations and is inversely
proportional to the variability encoded in the Gaussian components of each
frame. Therefore, during movement synthesis, each frame provides a candidate solution consisting of a joint angle with associated variance, for each
joint of the robot. Figure 5.7 shows the shoulder joint angle reference that
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Figure 5.7: Shoulder joint position estimation from each frame and the resulting reference after TP-GMM. Each estimate corresponds to a mean and
a variance, learned from the demonstrations.
is generated by TP-GMM (black line), together with the candidate solutions
given by each of the considered frames (red and green lines). The envelopes
represent the variance of each estimate, which reflects the variability in the
demonstrations. In this figure we see that, during the shaking task, TP-GMM
correctly extracted the most relevant solution according to the requirements
of the task. Notice how until t ≈ 5s TP-GMM matches the candidate solution
that corresponds to the bottle frame (red line). Since the variability encoded
in this frame is low compared to that of the canonical frame (because the
reach-and-grasp movement is governed by operational space constraints), the
Gaussian product favors this solution. Similarly, during the shaking phase,
after t ≈ 8s, the reference generated by TP-GMM matches the one given
by the canonical frame, which, for this part of the movement, encodes the
shoulder joint oscillations (consistent in all demonstrations).
These results show that TP-GMM is a viable solution for the encoding
of task relevant features in both operational and configuration spaces. This
example shows that this information is essential for movement synthesis in
new situations with a proper generalization of the demonstrated skill.

5.4

Discussion

The shaking experiment showed that, with task parameters composed of
Jacobian-based operators, the robot can consider both operational and configuration space constraints simultaneously. Learning controllers for complex
bimanual manipulation goes beyond operational space, and one must also
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care about the configuration space to achieve natural and efficient movements. This experiment is an example of a task that is best modeled by
taking into account the configuration space constraints, but the range of possibly interesting situations is vast (e.g., communicative gestures, self-collision
avoidance). Usually, in control, one can define this kind of information a priori, but learning it from demonstrations removes the need to reason about
the possible ways of fulfilling the tasks. Although highly relevant, this problem is rarely covered in the literature of bimanual manipulation learning.
This chapter has thus provided a possible way of addressing the challenging
problem of learning and combining constraints in both spaces.
Moreover, in the experiment presented here, standard Gaussian distributions were employed to model the rythmic joint oscillations. This required a
high number of states because one tries to approximate each oscillation with
locally linear models. To avoid this, it may be worth considering movement
models that are more apt for encoding cyclic behaviors. While DMPs offer
good solutions for this kind of problems [21], statistical approaches like the
Wrapped GMM [120] could alternatively be considered.

5.5

Summary of the Chapter

This chapter presented a novel formulation of TP-GMM that takes advantage
of the linear structure of the task parameters for considering constraints in
both operational and configuration space constraints. This is achieved by exploiting the least-norm inverse kinematics solution to define Jacobian-based
task parameters. The new formulation permits the extraction of invariant
patterns between the two spaces through Gaussian product. The approach
was showcased in a bimanual sweeping task that combines operational space
constraints (reaching and grasping a bottle) and configuration space constraints (shaking with rythmic joint movements).

Chapter 6
Extracting priority constraints
from demonstrations
So far we have seen how the structure of TP-GMM allows for learning dexterous bimanual skills in operational space and handling constraints between
operational and configuration spaces. Another affine transformation commonly found in Robotics are task hierarchies. Here we will see how TP-GMM
can be combined with this type of affine operator to extract the prioritization
strategy applied in the demonstrations.
The material presented in this chapter has been submitted to the IEEE
Transactions on Robotics, together with the material from Chapter 5, and is
currently under review.

6.1

Introduction

Here, it is argued that the operational space contains incomplete information
for the recognition of tasks that are being executed in parallel, and that the
extraction of task constraints can be enriched by combining observations in
operational and configuration spaces. This situation is illustrated in Figure
6.1. In this example, we consider a planar robot that tracks the position
and orientation of an object with its end-effector. The top-right graph shows
the observed tracking errors in position and orientation spaces collected from
four demonstrations. The two observation sets, A and B, show two different
interpretations of the error data. Observation set A shows that the dataset
could have been generated by a demonstrator who was carefully tracking
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Figure 6.1: Importance of the configuration space when observing a movement for the automatic extraction of hierarchy constraints. A planar robot
tracks the position and orientation of an object. The top-right graph shows
the tracking errors. Observation sets A and B show different options for the
underlying source of the tracking errors: neglecting position tracking (A),
and tracking orientation as a priority with position as a secondary goal (B).
the orientation of the object, while neglecting the tracking of the position,
resulting in poor accuracy in position tracking. Observation set B shows
a different interpretation of the same data. It shows that the variability in
position tracking was the result of the object being too far away for the robot
to track both position and orientation. This illustrative example shows that,
by observing the configuration of the robot, we can interpret the error data
as an equally accurate tracking of position and orientation with a priority on
orientation. Intuitively, we can observe, from the configuration of the robot,
that it actually tracks the position as effectively as it can, given the priority
constraint. The proposed approach formalizes this problem by representing
priority constraints as candidate projections in TP-GMM.
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Proposed approach

Let us consider again the planar robot with position and orientation tasks
of Fig. 6.1. If the two tasks in operational space are defined by desired
Cartesian velocities ẋ1 and ẋ2 , (3.64) can be exploited to explicitly define a
strict priority of one task over the other when computing inverse kinematics,
i.e.,
h
i ẋ 
†
†
†
†
1
ˆ
q̇ = J1 ẋ1 + N1 J2 ẋ2 = J1 N1 J2
.
(6.1)
ẋ2
The resulting velocity in operational space is given by
 h
   
i ẋ 
ˆ1
J1
ẋ
J1 ˆ
†
†
1
ˆ2 = J2 q̇ = J2 J1 N1 J2 ẋ2
ẋ
 

I
0
ẋ1
,
≈
†
†
J2 J1 J2 N1 J2 ẋ2

(6.2)

where the final expression comes from the definition of the pseudoinverse and
null-space projection matrices. Similarly, if
h
i ẋ 
†
†
†
†
1
ˆ
q̇ = J2 ẋ2 + N2 J1 ẋ1 = N2 J1 J2
,
(6.3)
ẋ2
the resulting velocity in operational space is given by
  
 
ˆ1
ẋ
J1 N2 J†1 J1 J†2 ẋ1
.
ˆ2 ≈
ẋ2
0
I
ẋ

(6.4)
>

For a controller generating operational space movements [ẋ>1 ẋ>2 ] , the
projection operators in (6.2) and (6.4) can be used to evaluate which hierarchy is responsible for the observed movement. We apply operators (6.2) and
(6.4) to the dataset obtained in Fig. 6.1 (top-right), which corresponds to
the position and orientation tracking errors in four demonstrations, ey and
eo . Figure 6.2a shows the projected datapoints, with the corresponding variability, for the two candidate hierarchies. The projected data exhibits low
variability for the hierarchy that has orientation as a priority over position,
indicating that the data was generated by a controller whose main priority
was orientation tracking. Figure 6.2b shows that we can reach a similar observation for a new dataset with priority on position and orientation as a
secondary goal (Figure 6.3).
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Figure 6.2: Projection of task space errors by considering two different candidate hierarchies. (a) Demonstrated priority on orientation (Fig. 6.1, Observation set B) (b) Demonstrated priority on position (Fig. 6.3).

Figure 6.3: Evaluation of candidate hierarchies for a new dataset: priority
on position tracking with secondary task of tracking orientation.
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In this simple example, the analysis of the variance of the projected data
provides a way of assigning importance to each candidate hierarchy. The
same approach can be employed to learn the orchestration of structures in
more complex ways, with changes of hierarchies along the task and with
richer parallel organization of task structures. Here, we will take advantage
of this model to compute full precision matrices that are associated with each
candidate projection operator. It consequently follows that new movements
can be synthesized through a soft weighting of strict hierarchies, a combination of two approaches that were previously used independently. We assume
here that the candidate task structures are given and that the kinematic
model of the robot is known, i.e., that the Jacobian of each task is available.

6.2.1

Soft weighting of strict hierarchies

If we redefine the optimization problem (3.61) as
ˆ = arg min (ẋ
ˆ − J q̇)> W (ẋ
ˆ − J q̇),
q̇
q̇

the inverse kinematics solution is given by
ˆ = (J> W J )−1 J> W ẋ.
ˆ
q̇
−1

where (J> W J ) J> W corresponds to the weighted left pseudo-inverse of J .
By assigning two importance weights w1 and w2 to the two tasks ẋ1 and ẋ2 ,
the above formulation can be used to compute a solution that corresponds to
a soft weighting of the tasks, as opposed to a strict hierarchy such as (6.1),
(6.3). Namely:
 >
 −1  >
 
J1 w1 I 0 J1
J1 w1 I 0 ẋ1
ˆ
q̇ =
.
J2
0 w2 I J2
J2
0 w2 I ẋ2
Similarly, with precision matrices Γ1 and Γ2 , we get
 > 
  −1  > 
 
J1
Γ1 0 J1
J1
Γ1 0 ẋ1
ˆ
q̇ =
J2
0 Γ2 J2
J2
0 Γ2 ẋ2
−1

= (J>1 Γ1 J1 + J>2 Γ2 J 2 )

(J>1 Γ1 ẋ1 + J>2 Γ2 ẋ2 ) ,

which is analogous to a product of linearly transformed Gaussians with centers ẋ1 and ẋ2 , precision matrices Γ1 and Γ2 , and projection operators J>1
and J>2 .
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The most common approaches for controlling tasks of different priorities
are either based on strict hierarchies [68, 69, 71, 73], or soft weighting of tasks
[74, 75, 76, 78]. We propose a richer alternative based on a soft weighting of
strict hierarchies, gathering the best of the two approaches. For the two task
case, we define the two candidate hierarchies
i
i
h
h
†
†
†
†
(6.5)
A 1 = J 1 N 1 J 2 , A2 = N 2 J 1 J 2 ,
representing respectively a priority of ẋ1 over ẋ2 , and a priority of ẋ2 over
ẋ1 . By using a task-parameterized representation, a statistical analysis of
>
the observed data is achieved with the candidate projections [J>1 J>2 ] A1
>>
>
and [J 1 J 2 ] A2 , as in (6.2) and (6.4), providing precision matrices in operational space that are learned from observations. These can then be used
to generate behaviors in new configurations, with a weighting of candidate
hierarchies similar to the demonstrations. If we consider two Gaussians, with
centers µ(1) , µ(2) and precision matrices Γ̃1 and Γ̃2 (inverses
of the icovarih
(1) >

(1) >

>

ance matrices), estimated from observations of ẋ(1) = ẋ1
ẋ2
and
h
i>
(2) >
(2) >
ẋ(2) = ẋ1
ẋ2
(superscripts denote candidate hierarchies, subscripts
denote task velocities as in (6.2),(6.4)), this is achieved by considering the
controller

−1

ˆ = A1 Γ̃1 A>1 +A2 Γ̃2 A>2 A1 Γ̃1 µ(1) +A2 Γ̃2 µ(2) .
q̇
(6.6)

This can be used co-jointly with a standard definition of task parameters
as object-related movement. For two objects with positions xO1 , xO2 , this is
achieved by defining
 O

h
i
x1 − x1
†
†
A1 = J 1 N 1 J 2 , b 1 = A 1 O
,
x2 − x2
 O

h
i
x1 − x1
†
†
A2 = N 2 J 1 J 2 , b 2 = A 2 O
.
(6.7)
x2 − x2

6.2.2

The general case of NT tasks

The approach can be generalized to the case of NT arbitrary tasks, framed in
the context of TP-GMM. If we consider NT tasks and j = 1, . . . , P candidate
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hierarchies, represented by Aj , (6.2) and (6.4) are generalized to
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(6.8)

T

Note that the user is not required to provide all possible combinations of
these matrices for the NT tasks. The candidate hierarchies can be seen as
prior information given by the user, equivalently to the coordinate systems
given to TP-GMM in the case of objects of potential interest for the task. In
the same way that some objects might be known to be possibly important,
some hierarchies may
If we
> also be known to be relevant beforehand.
 >
> use
>
>
>
¯
J t = J t,1 . . . J t,NT and consider the datapoint ξ t = ẋt,1 . . . ẋt,NT , the
mapping of the data to a frame j, that represents a candidate hierarchy, is
obtained according to
(j)
ξ t = J¯t At,j ξ t .
(6.9)
A TP-GMM can then be estimated using the EM algorithm described in
Section 3.2.3. Movement synthesis is performed through Gaussian product,
which is a generalization of (6.6) for the case of P candidate hierarchies.
Note that, in this type of application, there is a decoupling between the taskparameters that are used for projecting data in the local frames of TP-GMM
and those that are used for reproduction. Indeed, the choice of the taskparameters is centered on the desired behavior during reproduction, with
the options of choosing those of the type (6.5) or (6.7), while the projection
of data is always performed according to (6.9) (regardless of the value of bj ).
This is related to the fact that one now uses TP-GMM to encode operational
space velocities instead of poses.

6.3
6.3.1

Experiment: Learning task priorities with
the humanoid robot COMAN
Experimental setup and model

The hierarchy extraction and synthesis capabilities of this approach are tested
in a set of reaching experiments with the humanoid robot COMAN. Since
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Figure 6.4: The COMAN robot in the rviz simulation environment performing a bimanual reaching task. Left: Both targets are within the reachable
workspace of both arms, so the robot can successfully reach the centers of the
spheres with the palm of its hands. Right: The references moved beyond
the part of the workspace where both are reachable at the same time, so the
robot cannot reach the two simultaneously.
the kinematic chains of the humanoid arms share the waist joints, task incompatibilities often occur during bimanual manipulation when the tasks of
the two arms are too far apart (Fig. 6.4).
This experiment consists of demonstrating which of the arms has priority
over the other and learn that priority using TP-GMM. If the priority is correctly learned, the robot will track both references when both are reachable,
and prioritize one of them when the two become incompatible.
We consider a TP-GMM with P = 2 candidate hierarchies, corresponding
to the two possible combinations of priority, i.e. priority on left arm with
the right arm as secondary and vice-versa. The Jacobians of each arm (from
the base link) are denoted by JL , JR , their pseudoinverses by JL† , JR† and
the null-space projection matrices by NL , NR . The task parameters of each
frame are thus
 O

h
i
xL − xL
†
†
A1 = JL NL JR ,
b1 = A1 O
,
xR − xR
 O

h
i
xL − xL
†
†
b2 = A2 O
,
(6.10)
A2 = NR JL JR ,
xR − xR
where xOL and xOR denote left
positions. In addition, dat >and>right
> reference
6
apoints of the form ξ t = eL,t eR,t ∈ R are considered, where e>L,t , e>R,t
are the tracking errors of left and right arm tasks during demonstrations. In
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this task, K = 1 was used (selected empirically to have the same hierarchy
throughout the whole task). With a GMM (K > 2) we could have timevarying (or, generally, input-dependent) priorities on each hierarchy, but selecting K = 1 shows that with a model as simple as a single multivariate
Gaussian one can already encode task prioritization behavior.
Demonstrations of the priorities were provided by implementing an inverse kinematics solution with the desired hierarchy in the simulated robot
and making it track moving references1 . Since the estimation of the hierarchy structure is based on the tracking error, a single demonstration contains
sufficient datapoints for a correct model to be learned, provided that the priority behavior is shown, namely, that one of the arms cannot fulfill its task
while the other can.

6.3.2

Results

Demonstrations were generated for the two different possibilities of priority
for this setup. Figure 6.5 shows the tracking errors of each hand after applying (6.8) with the task parameters (6.10). We observe negligible, invariant
errors for the hierarchies that were demonstrated. Low variability results in
high precision matrices Γ, which in turn, during movement synthesis, results
in higher weights being assigned to the hierarchies with low variability.
The learned models were applied in both the left- and right-priority scenarios to reach fixed points on the left and right sides of the robot, with
the results depicted in Fig. 6.6. As expected, in both cases, we observe that
the arm having the highest priority in the demonstrated movement is always
fulfilling the task, while the other only does it when the reference is at a
reachable distance.
Similarly to the example in Section 5.3.1, each candidate hierarchy provides a candidate configuration space solution for the robot. In the particular
case of humanoid robots performing a bimanual skill, the solutions differ in
how the waist joints are prioritized (since they are shared by the two arms).
Figure 6.7 shows the candidate solution given by each frame for the roll, pitch
and yaw joints of the waist, during the task of tracking the left object with
higher priority. We see that the solution given by the frame that encodes
1

Alternatively, kinesthetic teaching or optical tracking of movements from humans
could also be used, by recording the tracking errors as well as the kinematic data of the
demonstrator (that would allow for computing the Jacobians required for the projections
of observed movements).
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(a) Demonstrated left-arm priority.

(b) Demonstrated right-arm priority.

Figure 6.5: Datapoints obtained through projection of the tracking errors
using (6.8) with task parameters (6.10). For better visualization, the norm
of each hand’s error is plotted, instead of the 3D points that were used to
learn the priority models. The cross represents the mean error. Notice the
low variability in the data corresponding to the demonstrated hierarchies,
and the error close to zero (even for the arm with lowest priority).

Figure 6.6: Generation of new movements using the left and right arm priority models that were learned from demonstrations. The main task is always fulfilled, while the secondary task is successful when the target is close
enough.
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Figure 6.7: Candidate inverse kinematics solutions given by each candidate
frame. The envelope around the lines represents the variability encoded in
the frames for each joint. The solution proposed by the frame that encodes
left-hand priority shows low variability.
priority on the left arm has much lower variability than the one that prioritizes the right tracking task. Therefore, TP-GMM automatically extracts
this configuration space solution as the important one.

6.3.3

Transferring priority constraints between robots

Since the projections of the data occur in operational space, priority models
can be transferred across robots with similar embodiments. Now the model
that was learned with COMAN is used in the WALKMAN robot, that has
a different kinematic structure, to synthesize an equivalent prioritization behavior. WALKMAN is a humanoid larger than COMAN, that also shares
the waist joints between the two arms. Figure 6.8 shows that the model
that was learned using COMAN’s kinematic data was successful in generalizing the learned task priorities in WALKMAN. This opens up an interesting
strategy to cope with the correspondence problem in imitation learning. In
particular, it could be used by the robot to visually observe a task prioritization behavior demonstrated by the user without explicit direct mapping of
the kinematics.
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Figure 6.8: Movement synthesis with the WALKMAN robot using the left
and right priority models that were learned with COMAN.

6.3.4

Soft weighting of hierarchies: behavior during
transitions

An important aspect to consider when controlling priorities is the behavior
of the robot when priorities change. In order to investigate how the proposed
approach performs in such cases, we study in this section the effect of varying
the weights of each candidate hierarchy. For simplicity of analysis, the case
of a planar robot with two tasks is again considered.
The tasks are to track a vertical position reference with the end-effector
and to point downwards. The references are chosen such that the two tasks
can be fulfilled individually but not simultaneously (Fig. 6.9, top-left). Two
strict hierarchies are considered, corresponding to an accurate tracking of
either position or orientation as first priority, and orientation or position as
secondary. Two scalar weights are defined, wpos and worient , which represent
the importance of each hierarchy, with the subscript denoting the highest
priority task. These weights are used to compute the precision matrices
Γpos = wpos I and Γorient = worient I, where I is a 2-dimensional identity matrix.
Figure 6.9 shows the results for the case in which the robot transits from the
orientation to the position tracking task, through a continuous variation of
the weights. We observe that, as different combinations of weights are applied
by the controller, a smooth transition occurs between the two tasks.
Another case that is worth investigating is the behavior of the system
when both tasks are achievable. In this situation one would expect that
any combination of the weights would result in a successful completion of
both tasks. In order to test how this approach handles this scenario, the
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Figure 6.9: End-effector behavior for varying hierarchy weights. Top-left:
Planar robot fulfilling the two tasks separately. Top-right: End-effector
state in the position-orientation space for the considered weights (blue line).
Bottom: End-effector orientation and vertical position as weights vary. Notice the inverted scales on the horizontal axes - the experiment starts with
(1, 0) and ends with (0, 1). Red lines (bottom graphs) and red point (topright graph) indicate the references.
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Figure 6.10: Performance of the robot in tracking position and orientation
references with varying weights when both tasks can be achieved.
vertical position reference was decreased so that both tasks can be fulfilled
simultaneously. The planar robot is set to an initial configuration q init =
[ π2 + 0.5, −1, − π2 + 0.5]. The robot is initialized to that configuration
and, for every new pair of weights, its starting configuration is that of the
previous pair. Figure 6.10 shows the tracking performance. We can see
that the observed end-effector pose tracked the reference with a negligible
error. This result shows that the approach converges to a proper solution
and maintains it when the weights are modified. In other words, once the
robot converged to a configuration that fulfills both tasks, with the initial
weights (worient , wpos ) = (1, 0), further variations of the weights did not affect
the solution when both tasks are achievable, as one would expect.

6.4

Discussion

By extending the notion of candidate frames to candidate task hierarchies,
it was shown that TP-GMM can be used to learn priority constraints from
demonstrations. With movement synthesis through a soft weighting of strict
hierarchies, one maintains the advantages of strict hierarchies over soft weighting approaches, because high weights will result in the execution of the tasks
with the corresponding hierarchy. The soft weighting component allows the
robot to compose hierarchies (in the form of task prioritization primitives)
and to switch between hierarchies with smooth transitions.

6.5. Summary of the chapter
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Summary of the chapter

This chapter introduced a novel approach for learning priority constraints
from demonstrations. It employs a formulation of TP-GMM where task
parameters are defined by task hierarchies. The approach was showcased
in a bimanual reaching experiment, where a humanoid robot should track
references on the left and right sides of the body. We saw that the approach
allowed the robot to learn, from demonstrations, which reference should be
prioritized when the two are incompatible, solving a problem that arises in
humanoids since the waist joints are shared between the two arms.

Chapter 7
Conclusions and Future Work
This dissertation presented a framework for human-robot bimanual skill
transfer based on Task-Parameterized Gaussian Mixture Models (TP-GMM).
Different parameterizations of TP-GMM were introduced, allowing for the
consideration of a wide range of learning problems related to bimanual manipulation. These problems were dual-arm coordination, combination of constraints between operational and configuration spaces, and task priorities.
The following sections summarize the contributions on the individual
problems solved in each chapter, focusing on what was achieved for each
type of problem and discuss the open challenges. Moreover, directions for
future work are suggested, and open issues are described in the last section.

7.1

Learning bimanual skills with complete
poses in operational space

The problem of learning bimanual skills with complete poses from demonstrations was solved through a combination of TP-GMM, unit quaternions
and dynamical systems. The proposed approach allows for learning bimanual
coordination patterns between end-effectors in both position and orientation
that are resistant to perturbations and well extrapolated to new situations.
In this context, this dissertation addressed the following existing problems:
• The original formulation of TP-GMM only allows for modulating endeffector positions, which limits bimanual coordination to position patterns. Here, by exploiting the properties of unit quaternions, we could
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achieve coordination in orientation, too. Orientation is crucial for bimanual manipulation, since, without it, the number of tasks that can
be learned is greatly reduced (see Section 4.1).
• Dynamical System GMR did not account for orientations. In order
to address this, the proposed solution was to employ a quaternionbased dynamical system for orientations, inspired by the formulation
of DMP for quaternions [23]. This extension permits reproducing bimanual poses that are resistant to perturbations.
The obtained experimental results showed that TP-GMM can indeed be
extended to task-adaptive orientation control to efficiently encode and retrieve coordination patterns between the two end-effectors using unit quaternions. Despite the positive results, some challenging topics remain open for
future work. Here, we highlight two:
• In the approach presented in this thesis, unit quaternions are modeled
with standard Gaussian distributions. A promising direction for future
work is to exploit the TP-GMM formulation for Riemannian manifolds,
that we introduced recently in [91]. This novel formulation allows for
modeling orientations probabilistically and regress proper unit-norm
quaternions, so it will be interesting to study how it compares to the
approach presented here, in the context of learning bimanual coordination with TP-GMM.
• In this work, the stiffness and damping gains of the virtual mass-springdamper systems that model the end-effectors are set manually. Another
route for future work is to exploit the structure of the controllers in
(4.6) and (4.8) to autonomously determine impedance gains from the
variability encoded in the demonstrations. Hence, we plan to apply
optimal control methods to learn optimal orientation gains, similarly
to [30, 121].

7.2

Combining operational and configuration
space constraints

A novel formulation of TP-GMM was introduced for combining operational
and configuration space constraints and jointly encode constraints in the two
spaces. Here, this dissertation contributed to solving the following aspects:
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• Most learning methods require that we choose a priori in which space
to encode a skill. The proposed solution takes advantage of Jacobian
matrices as a locally linear mapping between joint and Cartesian velocities to define task parameters which allow for projecting Gaussian
distributions from operational to configuration space. This permits the
simultaneous consideration of task constraints in both spaces. By representing the constraints of both spaces in a common space, one can
perform a statistical analysis to reproduce the relevant features of the
task during movement synthesis.
• An operator for projecting full pose constraints (i.e., including orientation) from operational to configuration space was devised. This was
achieved in a similar fashion to the way we solved the orientation adaptation problem in Chapter 4, i.e. by taking advantage of the properties
of unit quaternions.
The proposed formulation was demonstrated in a bimanual shaking task
that combined pose constraints in operational space with constraints in configuration space, showing that the approach permits the reproduction of
demonstrated movement patterns from both spaces during movement synthesis.
One challenging problem that remains open for future research concerns
the fact that the approach relies on the variability of the demonstrated movement to transfer the skills. In some cases, such task variations may not be
straightforward to demonstrate (e.g., unexperienced demonstrators may not
demonstrate sufficient variability during irrelevant phases of the movement).
One possible way to cope with this issue could be to combine TP-GMM with
more interactive and incremental teaching approaches, which would allow the
robot to refine its model of the task at runtime by testing variations of the
task in certain frames based on exploration, interaction and feedback from
the teacher.

7.3

Extracting priority constraints from demonstrations

TP-GMM was further exploited to attempt to solve yet another commonly
found problem in Learning from Demonstration: the problem of identifying
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the hierarchy of tasks that the demonstrator is employing. Here, this problem
was addressed by:
• Re-framing the task parameters in TP-GMM to include candidate priority structures to reproduce a demonstrated task. A statistical analysis is performed on the demonstrated movements, by considering the
pool of candidate hierarchies defined as task parameters. Such analysis,
based on the variability in the demonstrations, allows one to re-generate
the demonstrated movements with appropriate priorities through a soft
weighting of hierarchies, with the weight of each hierarchy learned from
the demonstrations.
A scenario was presented where a humanoid robot learns from demonstrations which hand to prioritize, in case the tasks of the two hands are
incompatible. This is particularly relevant in bimanual manipulation scenarios since the kinematic chains of the humanoid arms share the waist joints,
and therefore conflicting tasks between the two arms may lead to an incorrect
execution of both.
Despite the promising results with this approach, several directions of
future work remain open. Possibilities include:
• Learning priorities in more complex whole-body scenarios. One possible avenue could be that of learning whole body motion behaviors from
human demonstrations, including prioritization skills involving center
of mass and contact points with the environment (e.g., to learn natural
ways of coping with perturbations while standing).

7.4

Open issues

We have seen that the applicability of TP-GMM spans a wide range of learning problems in Robotics. Some open issues and possible improvements are
common to all applications we have covered. These include:
1. Investigating how TP-GMM can be combined with optimization-based
techniques like CMA-ES [75, 76] to refine the learned behaviors based
on cost functions that encompass parameters that are harder to relate
to operational space control, such as energy efficiency.
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2. One potential shortcoming of TP-GMM is that a set of possible task
parameters needs to be defined beforehand, whether they correspond
to coordinate systems, projection operators or hierarchies. To a certain
extent, we can take advantage of the teacher knowledge about the domain of activity considered, in order to only use a subset of all possible
task parameters. However, one should be careful not to over-define this
set, because the more candidate frames are available, the more demonstrations will be required to extract invariant task features. A potential
research direction to leverage this issue would be to learn this subset of
task parameters autonomously, from an ensemble of tasks characterizing a specific activity domain (bimanual manipulation, walking, etc.),
and then learn each individual task with the proposed approach.
3. As we have seen throughout the thesis, encoding variability and correlations in a GMM is crucial for the extraction and re-generation of invariant patterns from the demonstrations. Gaussian Process Regression
(GPR) [4] is another popular probabilistic approach for regression. One
of its advantages is that it permits handling missing or un-observed datapoints, by providing a measure of the prediction uncertainty through
the computation of the prediction variance. This notion of variance
representing uncertainty, however, is not present in GMM, where instead it represents the variability in the data. Having access to both
types of variance information would allow us to exploit the advantages
of the two approaches simultaneously. One problem, however, is that
GPR does not encode input-dependent variability nor the correlations
between outputs. Therefore it does not allow for retrieving full covariance matrices that reflect the variability in the data, as in GMR. Recent
approaches in this direction have been proposed. Nevertheless, some do
not account for the correlations between the different outputs [122] and
others only capture fixed correlations [123]. One promising way to address this issue can be taking advantage of a recent work from Umlauft
et al. [124], which proposes an approach to regress full covariance matrices by using a Cholesky factorization and performing GPR on the
entries of the resulting triangular matrices. Other possible roads for
further research include Generalized Wishart Processes (GWP) [125]
and Gaussian Process Regression Networks (GPRN) [126], which are
claimed to allow for modeling the observed correlations between outputs.

Appendix A
Angular velocity approximation
As an alternative to Eq. (5.5), the angular velocity that rotates a rigid body
from t−1 to t in ∆t can be computed using the logarithmic map (3.30),
ω=

2 log(t ∗ ¯t−1 )
.
∆t

Replacing (A.1) in (5.6), and making q̇ t ≈

q t −q t−1
,
∆t

(A.1)
(5.6) becomes

q t − q t−1
2 log(t ∗ ¯t−1 )
= Jo† (q t−1 )
∆t
∆t
†
⇐⇒
q t = Jo (q t−1 ) 2 log(t ∗ ¯t−1 ) + q t−1 .

(A.2)
(A.3)

The non-linear relation between qt and t (through the logarithmic map) does
not comply with the affine structure of TP-GMM, therefore this solution is
not viable for a linear projection operator.
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Appendix B
Publications by the author
This appendix lists the publications of the author during his doctoral studies,
since January 2014. They are listed by publication date, in ascending order.
• J. Silvério, L. Rozo, S. Calinon, D. G. Caldwell, “Learning bimanual end-effector poses from demonstrations using task-parameterized
dynamical systems,” in IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), Hamburg, Germany, September 2015.
• L. Rozo, J. Silvério, S. Calinon, D. G. Caldwell, “Learning Controllers
for Reactive and Proactive Behaviors in Human–Robot Collaboration,”
in Frontiers in Robotics and AI, June 2016.
• L. Rozo, J. Silvério, S. Calinon, D. G. Caldwell, “Exploiting Interaction Dynamics for Learning Collaborative Robot Behaviors,” in International Joint Conference on Artificial Intelligence (IJCAI) - Interactive Machine Learning Workshop, New York, July 2016.
• M. Zeestraten, I. Havoutis, J. Silvério, S. Calinon, D. G. Caldwell,
“An Approach for Imitation Learning on Riemannian Manifolds,” IEEE
Robotics and Automation Letters, 2017.
Under review:
• J. Silvério, S. Calinon, L. Rozo, D. G. Caldwell, “Learning bimanual skills from demonstrations: coordination and task prioritization,”
submitted to IEEE Transactions on Robotics (under review).
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