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1 Introduction

Computer science aims to determine which calculations can be performed on a
physical machine, and how efficiently they can be computed. Beginning with the
foundations laid by Alan Turing and Alonzo Church, a sophisticated theory of
computer science has emerged, predicated on the idea of a machine performing
sequential symbolic manipulations as dictated by a list of instructions – an
algorithm.

What if we could build a machine capable of more than just sequential sym-
bolic manipulations? It is difficult to envisage the possibility of such a machine
obeying classical laws, although quantum phenomena such as superposition and
entanglement could potentially facilitate computations considered intractable
on classical machines.

Indeed, there is overwhelming evidence that quantum computers are consid-
erably faster than their classical counterparts at solving certain problems. One
family of such problems, which includes discrete logarithm and integer factorisa-
tion, can be solved in polynomial time by a quantum computer employing Shor’s
miraculous quantum Fourier transform. By contrast, the fastest known classical
algorithms take exponential time, so are impractical for factorising large num-
bers. Another family of problems are those where the fastest-known algorithms
are brute-force searches, in which case Grover’s quantum search algorithm offers
a quadratic speed-up versus classical computers.

In this review, we shall explore the principles of quantum computation, be-
fore analysing these algorithms and considering their applications to number
theory, cryptography and biochemistry. This will be followed by a discussion
of the intricacies involved in physically implementing a quantum computer. A
particularly promising design for a fault-tolerant implementation is the topolog-
ical quantum computer, which has deep connections with homotopy and knot
theory.

2 Basic principles

Recall that the state of a quantum system at a particular time is described
by a vector in a complex inner product space, or Hilbert space. In systems
such as the hydrogen atom and simple harmonic oscillator, this Hilbert space
is typically infinite-dimensional, and the vector is called a wavefunction. The
evolution of this state vector is determined by the time-dependent Schrödinger
equation, which is a unitary transformation.
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For the purposes of quantum computation, we have a finite-dimensional
Hilbert space, and the evolution of the state vector is determined by applying
a sequence of unitary transformations at discrete times. Analogous to how a
classical n-bit computer can occupy 2n states, the corresponding quantum com-
puter has 2n computational basis states, labelled |000 . . . 0〉 through to |111 . . . 1〉.
Crucially, however, a quantum computer can exist in an arbitrary superposition
of these basis states, so the state is described by a vector in a 2n-dimensional
Hilbert space.

Moreover, scalar multiples of a state vector represent the same quantum
state, so we actually have a complex projective (2n − 1)-space. In the simplest
case where n = 1, corresponding to a single qubit (quantum bit), the state can
thus be described by a point on the Riemann sphere. In the context of quantum
computation, this is usually referred to as the Bloch sphere, and is depicted in
Figure 1.

Figure 1: The Bloch sphere together with the three Pauli matrices, correspond-
ing to rotations by π in each of the three Cartesian coordinate axes.

In a classical computer, there are only two reversible operations one can
apply to a single bit: we can either apply the identity operation or negate the
bit (Boolean NOT gate). In a quantum computer, the single-qubit operations
are represented by unitary 2× 2 matrices and correspond to arbitrary rotations
of the Bloch sphere. Rotations by π about the coordinate axes are especially
important, and are represented by the three Pauli matrices (also depicted in
Figure 1).

2.1 Quantum gates

In addition to the Pauli matrices, other important single-qubit operations (or
gates – the terminology will be explained shortly) are the Hadamard gate H
and phase-shift gates Rθ defined below:

H =
1√
2

(
1 1
1 −1

)
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Rθ =

(
1 0
0 eiθ

)
The Hadamard gate is self-inverse, and corresponds to a rotation by π about

the axis parallel to the vector x̂+ ẑ, interchanging the x and z axes. It is used
for creating a superposition of states. Particularly useful phase-shift gates are
S = Rπ/2 and T = Rπ/4. Observe that Z = Rπ and I = R2π are also examples
of phase-shift gates.

What about multiple-qubit gates? An n-qubit gate is represented by a uni-
tary matrix of dimension 2n, the columns of which are the outputs corresponding
to each of the pure inputs |000 . . . 0〉, |000 . . . 1〉, . . . |111 . . . 1〉. The classical re-
versible n-bit gates are a proper subset of these, represented by permutation
matrices. One such example is the controlled NOT gate, which operates on two
qubits as follows:

CNOT =


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0


If the first qubit (or control) is in the state |0〉, then the second qubit (or

target) is unaffected. If the first qubit is in the state |1〉, then a NOT gate is
applied to the second qubit. In terms of classical non-reversible gates, the CNOT
gate is equivalent to a combination of an XOR gate and a fanout operation, as
shown in Figure 2. When drawing a CNOT gate in a quantum circuit, we would
never draw the XOR gate and fanout, since these are meaningless in quantum
computing (the former is irreversible, and the latter disallowed by the no-cloning
theorem).

Figure 2: The symbolic representation of a controlled NOT gate, together with
an equivalent classical circuit.

The CNOT gate is a simple example of a controlled gate. More generally,
for an n-qubit gate represented by a matrix G, we define the (n + 1)-qubit
controlled-G gate as follows:

CG =

(
I 0
0 G

)
where I is the 2n × 2n identity matrix. For instance, if we take G to be

the Pauli Z-gate, then we obtain the two-qubit controlled-Z gate. This can
be expressed as a combination of a CNOT gate and two Hadamard gates, as
demonstrated in Figure 3.
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Figure 3: A controlled-Z gate composed of a CNOT gate and two Hadamard
gates acting on the target qubit.

There is actually an important subtlety to consider in this particular cir-
cuit, which will similarly apply to many of the more complicated circuits we
shall be considering later. Specifically, note that we are feeding the output of
a Hadamard gate into an input of a controlled-NOT gate. Observe that the
Hadamard gate H is a one-qubit gate, so is represented by a 2× 2 unitary ma-
trix. On the other hand, the CNOT gate is a two-qubit gate, and represented by
a 4× 4 unitary matrix. We cannot compose these gates by naively multiplying
these matrices, since the dimensions are incommensurate.

When we draw a H gate acting on the second qubit, we are describing a
2-qubit operation which acts as the identity gate I on the first qubit, and as
the Hadamard gate H acting on the second qubit. The matrix corresponding
to this 2-qubit operation is the 4× 4 matrix I⊗H. More generally, if we have a
system of m+n qubits where a gate A is applied to the first m qubits and a gate
B is applied to the other n qubits, the operation is given by the 2m+n × 2m+n

matrix A⊗B. This is the tensor product or Kronecker product :

A⊗B =


A1,1B A1,2B · · · A1,2mB
A2,1B A2,2B · · · A2,2mB

...
...

. . .
...

A2m,1B A2m,2B · · · A2m,2mB


It is often useful to create an equal superposition of states by applying the

Hadamard gate to each of n qubits initially in the state |000 · · · 0〉. The combined
operation is written as H⊗n = H ⊗H ⊗ · · · ⊗H︸ ︷︷ ︸

n copies

.

Another way in which quantum circuits differ from classical circuits is that
the ‘wires’ must run horizontally from left to right, as time advances, and there
can be no feedback loops or other similar constructs. Also, whereas a classical
circuit may have wires crossing over the top of each other, the qubits have a
prescribed order and are not allowed to be permuted. Swapping two qubits
must be emulated by a dedicated SWAP gate, which can be emulated by three
controlled-NOT gates as shown in Figure 4.

Moreover, it is sufficient to just swap adjacent qubits, since the transpositions
{(1, 2), (2, 3), . . . , (n− 1, n)} generate the symmetric group Sn. It is conceivable
that some physical implementations of a quantum computer may need to use
this property, if for instance it is difficult to entangle distant electrons without
affecting the others. However, we shall postpone discussion of the complications
of physical implementation until after exploring quantum algorithms.

4



Figure 4: A schematic representation of a SWAP gate (left), together with a
decomposition into three CNOT gates (middle). The second CNOT gate can
be inverted by conjugating it with Hadamard gates, yielding a decomposition of
the SWAP gate where all CNOT gates have the same control and target qubit
(right).

2.2 Measurement

After performing a computation, we invariably want to extract a meaningful,
intelligible result. This is not an issue for classical computers, as it is straight-
forward to passively observe the entire state of the computer.

Quantum mechanics is more subtle. Making a measurement causes the state
space to probabilistically collapse in an irrevocable way. Consequently, it is
impossible to determine the entire quantum state of a system; a special case of
this concept is Heisenburg’s celebrated Uncertainty Principle.

Rather than measuring concrete properties of particles, such as position and
momentum, we will abstractly measure individual qubits in the computational
basis. The physical quantity which represents the state of the qubit is dependent
on the implementation; we shall postpone discussion of these messy details until
the penultimate section of this essay. Until then, we shall just describe how such
measurements interact with the Hilbert space.

Suppose our system has n qubits, and we wish to measure the first. Let H be
the 2n-dimensional Hilbert space, and |ψ〉 ∈ H be the unit vector representing
the state of the system. We orthogonally decompose H as a direct sum P ⊕
Q, where P is the 2n−1-dimensional subspace spanned by vectors of the form
|0?? . . .?〉, and Q is the 2n−1-dimensional subspace spanned by vectors of the
form |1?? . . .?〉. Measurement is a stochastic process, where one of the following
two outcomes occurs:

• With probability p, the outcome is measured as 0 and the state vector |ψ〉
is orthogonally projected onto P .

• With probability q, the outcome is measured as 1 and the state vector |ψ〉
is orthogonally projected onto Q.

The probabilities p and q are the squared lengths of the projections of |ψ〉
onto P and Q, respectively. By the Pythagorean theorem, we recover that
p+ q = 1, as required by classical probability theory.

We will follow convention and represent such a measurement by the symbol
shown in Figure 5, where the solid line represents the qubit to be measured,
and the double line represents the outcome (a classical bit). It is easy to verify,
but important nonetheless, that the order in which we perform measurements
is irrelevant.
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Figure 5: The symbol representing a measurement of a single qubit.

3 Universal computation

A particular example of a controlled gate is the three-qubit CCNOT gate, or
Toffoli gate, which inverts the third qubit if the first two qubits are in the pure
state |11〉, and leaves the third qubit unaffected if the first two qubits are in any
other pure state (namely |00〉, |01〉 or |10〉). The Toffoli gate has the following
matrix:

CCNOT =



1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 1 0 0 0 0
0 0 0 0 1 0 0 0
0 0 0 0 0 1 0 0
0 0 0 0 0 0 0 1
0 0 0 0 0 0 1 0


The Toffoli gate is particularly interesting, since any classical computation

can be performed by a suitable circuit composed entirely of Toffoli gates. In
other words, it is universal for classical computation. To demonstrate this, it
suffices to show that NAND gates and fanout operations can be emulated by
Toffoli gates, as shown in Figure 6. Observe that this requires setting some of the
inputs to be |0〉 or |1〉; these are called ancillary bits and are a recurring theme of
quantum computation. Additionally, some of the outputs are unwanted and are
known as garbage bits. We shall see later how a process known as uncomputation
can be used to clear garbage bits to be recycled as ancillary bits.

Figure 6: The Toffoli gate, emulating the classical NAND gate and fanout
operation by the use of ancillary bits.

So, a set S of gates is universal for classical computation if any reversible
classical computation U can be performed by some circuit composed entirely of
members of S, optionally involving ancillary and garbage bits. We have seen
that the three-bit Toffoli gate is universal for classical computation. We can
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show that no two-bit classical gate has this property, and even more strongly
that the set of all two-bit gates is not universal!

Specifically, note that a two-bit classical reversible gate is an arbitrary per-
mutation of the basis states {|00〉, |01〉, |10〉, |11〉}, which can be composed of
NOT gates (double transpositions), CNOT gates (single transpositions inter-
changing |10〉 and |11〉) and SWAP gates (single transpositions interchanging
|10〉 and |01〉). These can all themselves be expressed as combinations of classi-
cal irreversible XOR and NOT gates, so every output of every circuit composed
of two-bit classical reversible gates is necessarily a linear (over F2) function of
the inputs. Clearly, certain Boolean functions such as AND cannot be expressed
in this form, so two-bit classical reversible gates are not reversible.

It would be useful to have a similar notion of universality for quantum com-
putation. At first, the following definition seems reasonable:

Definition A set S of quantum gates is exactly universal if every unitary gate
U can be effected by a circuit composed entirely of members of S, optionally
involving ancillary and garbage qubits.

The next sections are concerned with proving that certain sets of gates are
universal.

3.1 Universality of controlled single-qubit gates

The first set of gates on which we shall concentrate are controlled single-qubit
gates. In other words, for some single-qubit gate G and non-negative integer m,
we consider the m + 1-qubit gate CmG with m control qubits and one target
qubit, represented by the dimension-2m+1 matrix:

CmG =



1 0 0 · · · 0 0 0
0 1 0 · · · 0 0 0
0 0 1 · · · 0 0 0
...

...
...

. . .
...

...
...

0 0 0 · · · 1 0 0
0 0 0 · · · 0 G11 G12

0 0 0 · · · 0 G21 G22


In order to achieve this, we shall first prove that the group U(d) of d × d

unitary matrices is generated by the Givens rotations, unitary matrices that
fix d − 2 of the standard basis vectors {|0〉, |1〉, |2〉, . . . , |d − 1〉}. This will be
instrumental in proving that the CNOT gate together with the set of one-qubit
gates is exactly universal.

Proof We shall induct on the value of d to simplify the proof. Let U be a d×d
unitary matrix. We shall successively apply 1

2d(d − 1) Givens rotations such
that the resulting matrix is upper-triangular (the so-called QR factorisation).
Specifically, suppose we want to make the entry Uij (with i > j) equal to zero.
We then consider the following Givens rotation; it can be easily verified that
this has the desired effect without disturbing any other off-diagonal entries in
column j:
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G|j〉 =
U?jj |j〉+ Uij |i〉√
|Ujj |2 + |Uij |2

G|i〉 =
U?ij |j〉 − Ujj |i〉√
|Ujj |2 + |Uij |2

G|k〉 = |k〉 (∀k /∈ {i, j})

Apply this sequentially to zero each non-diagonal entry of the first column
of U , and observe that the first column of the resulting matrix is (1, 0, 0, . . . , 0).
Since the matrix we have created is a product of unitary matrices, it must itself
be unitary, so we can deduce that the first row must also be (1, 0, 0, . . . , 0).
Consequently, the resulting matrix has the following form:(

1 0
0 V

)
Now, V is a unitary matrix of dimension d−1, so by the inductive hypothesis

the above matrix can be expressed as a product of Givens rotations. By inverting
the previous Givens rotations, we can recover U as a product of Givens rotations.
The result follows.

Corollary Any quantum gate can be emulated by multiply-controlled single-
qubit gates.

Figure 7: Using an invertible change of basis, we construct a gate which applies
the unitary matrix G to the basis states |10010〉 and |00101〉, leaving all other
basis states unchanged.

Proof It suffices to show that Givens rotations on a 2n-dimensional Hilbert
space can be built from multiply-controlled single-qubit gates. The latter is a
special case of the former, acting non-trivially on the basis states |111 . . . 10〉 and
|111 . . . 11〉. We can achieve full generality by conjugating by a suitable change
of basis, as shown in 7, to yield a gate that acts non-trivially on the basis states
|10010〉 and |00101〉. It is straightforward to see that this can be accomplished
for any pair of distinct basis states by a completely analogous configuration of
controlled-NOT and Pauli-X gates.
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3.2 Universality of single-qubit and CNOT gates

It was demonstrated in [1] that by recursion on the number of control qubits,
we can express these multiply-controlled gates from the last section in terms
of single-qubit gates together with the two-qubit controlled-NOT gate. This
contrasts notably with the classical case, where we showed that the set of all
two-bit reversible gates fails to be universal. We shall approach the universality
proof using several successive constructions:

• Construction of the three-qubit Toffoli gate.

• Construction of arbitrary CnNOT gates.

• Recursive construction of arbitrary CmG gates.

Figure 8 shows how to build a Toffoli gate from single-qubit and controlled-
NOT gates. The most straightforward way to verify this is by converting each
gate to an 8 × 8 matrix and observing that their composition differs from the
Toffoli matrix only by a global phase factor.

Figure 8: A Toffoli gate can be implemented using six controlled-NOT gates,
two Hadamard gates and seven π

8 -gates.

The construction for arbitrary CnNOT gates, on the other hand, uses only
classical reversible logic gates. Specifically, we take advantage of the universality
of the Toffoli gate, building the CnNOT gate entirely out of copies thereof. The
first two diagrams in Figure 9 show the construction given in [1]. Observe that
the initial state of the ancillary qubits does not affect operation.

Figure 9: Left: Construction of the CnNOT gate with multiple ancillary qubits.
Centre: Construction of the same gate with a single ancillary qubit. Right:
Recursive construction of the CnU gate, using Cn−1V such that V 2 = U .
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The third diagram in Figure 9 recursively constructs arbitrary CnU gates,
completing the proof of universality. This overall construction requires O(m2)
gates.

3.3 Discrete gates

In conventional computer science, arbitrary operations are built from a finite
set of gates (such as AND, OR and NOT). Unfortunately, it is clear that we can
only build countably many quantum circuits from a given finite set, whereas
there are uncountably many unitary operations. As such, it is more helpful to
consider the following modified definition of universality:

Definition A set of gates is universal if we can emulate any unitary gate U to
within any precision ε > 0 using a suitable combination of gates from our set.

There is the subtlety of what exactly we mean by ‘within any ε’. All reason-
able definitions are equivalent, although for concreteness and elegance we shall
employ the following metric on the space of n× n unitary matrices.

Definition Let U and V be unitary matrices. We define the angle between U
and V as follows:

θ(U, V ) = sup
x:|x|2=1

arccos(<(x†U†V x))

Observe that not only is this a metric, but also it satisfies the following
property:

θ(U1U2, V1V2) ≤ θ(U1, V1) + θ(U2, V2)

This is analogous to the triangle inequality, and means that if we have a
circuit of n gates each of which is accurate to within ε, then the entire circuit
will be accurate to within nε. Consequently, in order to show that (for instance)
the controlled-NOT gate together with the Hadamard gate H and π

8 gate T
constitutes a universal set, it suffices to show that the subgroup of PSU(2)
generated by H and T is dense in PSU(2).

3.4 The Solovay-Kitaev theorem

We shall now demonstrate a strengthening of this fact, namely that an arbitrary
gate G can be approximated to within a precision of ε using a number of gates
polynomial in log( 1

ε ). This is the famous Solovay-Kitaev theorem, originally
proved by Solovay and later rediscovered by Kitaev in [3].

A particularly elegant proof is given in [2]. The idea is to have a sequence of
precisions, ε1 � ε2 � ε3 � . . . , where we successively approximate G to within
εn for each n, by inductively applying a small perturbation to the construction
for εn−1. This is shown pictorially in Figure 10.

The remaining detail is to show how we can apply these increasingly small
perturbations. In particular, we want to show that any matrix H in the open
ball B(I, εn−1) centred on the identity matrix can be approximated to within a
distance of εn by a number of gates Qn polylogarithmic in εn. It can be seen
that this would follow from a construction of the following form:
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Figure 10: The proof of the Solovay-Kitaev theorem is constructive, successively
approximating the target to within increasingly small balls of radii ε1, ε2, ε3, . . . .

• The sequence of radii decrease doubly-exponentially, that is to say εn =
O(a−b

n

) for some constants a, b > 1.

• The number of gates is merely exponential, that is to say Qn = O(cn) for
some constant c > 1.

Then Qn = O(loga(
1

εn
)logc(b)), which is precisely the polylogarithmic bound

we require. We shall demonstrate this for c = 5 and b = 3
2 , by showing that we

can have Qn = 5Qn−1 and εn = O(ε
3
2
n−1). Specifically, this would follow from

proving the following lemma (referred to as Lemma A3.2 in [2]):

Lemma Let Sl ⊂ U(2) denote the set of unitary operators generated by com-
posing at most l gates from our universal set S ⊂ U(2). Then there exists a
constant ε0 such that if ε < ε0 and Sl can approximate any gate in B(I, ε) to
within a distance of ε2, then S5l can approximate any gate in B(I, ε′) to within
a distance of ε′2, where ε′2 = Cε3 for some constant C.

The reason for the factor of 5 is that we take a matrix W from our set, which
approximates our target, and compose it with a group commutator UV U†V †

(which is substantially closer to the identity than U or V ) for much closer
fine-tuning. This is a similar idea to that exhibited in Figure 10, but without
the recursion. To complete the proof, it suffices to show that for any gate
Ψ ∈ B(I, ε2), we can find U, V ∈ B(I, ε) such that the distance between Ψ and
UV U†V † is O(ε3).
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For convenience, we will ignore global phase factors and associate the vector
u = (x, y, z) ∈ R3 with the unitary gate U = exp(− i

2 (xX + yY + zZ)), where
X,Y, Z are the Pauli matrices and exp(A) is the matrix exponential of A. This
has the property that small vectors correspond to gates close to the identity,
and the group commutator UV U†V † corresponds to a vector close to u × v.
Then to approximate Ψ within O(ε3), we choose vectors |u|, |v| = O(ε) such
that u×v = ψ (which is possible since |ψ| = O(ε2)) and choose gates U0 and V0
such that the corresponding vectors u0 and v0 approximate u and v to within
O(ε2). The result follows.

The fact that the Solovay-Kitaev theorem is constructive proves incredibly
useful, since it is an effective algorithm for generating approximations to quan-
tum gates and produces a result only polynomially longer than optimal. In
many cases it is infeasible to run a brute-force search to find the best sequence
of gates, so the Solovay-Kitaev algorithm is used as a faster alternative.

This concludes our section on quantum gates. In the next two sections, we
shall explore two of the most important quantum algorithms, namely Shor’s
quantum Fourier transform, whose applications include integer factorisation
and discrete logarithm, and Grover’s quantum search algorithm, which gives a
quadratic speedup over classical algorithms for performing brute-force searches.

4 Quantum Fourier transform and Shor’s algo-
rithm

The discrete Fourier transform is ubiquitous in signal-processing, data compres-
sion and even fast algorithms for multiplying large integers! Here we explore its
quantum analogue, together with applications to integer factorisation, discrete
logarithms and breaking public-key cryptography.

Recall that the discrete Fourier transform of a vector of N complex numbers
is defined as follows:

N−1∑
j=0

aj |j〉 7→
1√
N

N−1∑
j=0

N−1∑
k=0

e
2πijk
N aj |k〉

When N is a power of two, this takes on an especially simple tensor product
expansion, first noticed by Gauss and later rediscovered in the form of Cooley
and Tookey’s Fast Fourier Transform:

N−1∑
j=0

aj |j〉 7→
1√
N

N−1∑
j=0

aj

log2N⊗
l=1

(|0〉+ e2πij2
−l
|1〉)

This gives an incredibly efficient quantum circuit, shown in Figure 11 for
computing the quantum Fourier transform, requiring only O(n2) gates where
n = log2N . By comparison, the fastest classical algorithms involve O(n2n)
operations. This exponential speedup yields polynomial-time procedures for
integer factorisation and the discrete logarithm, as we shall demonstrate shortly,
whereas the fastest known classical algorithms take exponential time.
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Figure 11: Schematic diagram of the quantum Fourier transform. We abuse

notation and use Rk here to refer to the phase gate with angle θ =
2π

2k
, so

R1 = X, R2 = S and R3 = T .

4.1 Phase estimation and order-finding

Factorising a number N is closely related to determining the multiplicative
order of some totient a mod N . That is to say, we want to find the least r ≥ 1
such that ar ≡ 1 mod N . We shall concentrate on how to solve this problem
efficiently, before using it as a subroutine for factorising large integers a la Shor’s
algorithm.

It helps to reformulate this problem in the following manner. If we define a
function f : {0, 1, 2, . . . , N − 1} → {0, 1, 2, . . . , N − 1} by x 7→ ax mod N , then
we want to calculate the minimal r ≥ 1 such that fr is the identity function.
For computational convenience, we choose n as small as possible with 2n ≥ N
and extend f to the domain {0, 1, 2, . . . , 2n − 1} by setting f(x) = x for all
x ≥ N . This means that f is a reversible classical operation on n bits.

Observe that the eigenvalues of f are of the form exp(2πi lr ), where r is
the order we wish to obtain. If we can estimate one of these phases with suffi-
ciently high precision, then expressing it as a continued fraction will enable us to
determine l

r exactly. With high probability, l and r will be coprime and there-

fore extractable simply by expressing l
r in its lowest terms and reading off the

numerator and denominator. This motivates the idea of the phase estimation
problem:

Given an eigenvector |u〉 of a classical reversible function f , deter-
mine its eigenvalue e2πiφ.

The circuit in Figure 12 performs this task, using the inverse quantum
Fourier transform to produce the binary representation of the phase. Each
of the controlled black boxes behaves as a controlled phase gate, with the first
one multiplying |u〉 by e2πiφ if the control bit is |1〉 and leaving |u〉 unchanged
if the control bit is |0〉. This is entirely equivalent to applying a phase gate of
angle 2πφ to the control qubit and leaving |u〉 unchanged.

This initially seems useless, since we do not have prior knowledge of any
non-trivial eigenvectors. Nevertheless, we can utilise this circuit by preparing
a balanced superposition state as the input (by applying a Hadamard gate to
the initial state |000 . . . 0〉) instead of |u〉 and performing a measurement of the
output to ‘collapse’ it to the output of a randomly-chosen eigenvector.

13



Figure 12: Schematic diagram of the quantum phase estimation algorithm. The
inverse quantum Fourier transform is used to recover the binary expansion of φ.

4.2 Integer factorisation

The complete procedure for integer factorisation by Shor’s algorithm is a hybrid
of classical and quantum routines, summarised below:

1. Repeatedly remove any factors of 2, resulting in an odd integer.

2. Ensure it is not a perfect power. If N is of the form Mk, it suffices to
factorise M instead.

3. Use the Miller-Rabin primality test to determine (with extremely high
probability, rather than absolute certainty) whether N is prime. If not,
it must have at least two distinct odd prime factors, and we can apply
Shor’s algorithm.

4. Randomly choose an integer a < N . If a is not coprime with N , then their
greatest common divisor is a factor of N , so we finish.

5. Otherwise, apply the quantum circuit to find the multiplicative order r of
a mod N .

6. If r is even and a
r
2 6= −1 mod N , then we take the greatest common

divisors of a
r
2 ± 1 with N and see whether either of them is a non-trivial

factor.

7. Otherwise, return to step 4 and continue generating random values of a
until we succeed.

We generally only need to perform O(1) different random choices of a before
we extract a divisor of N . The bottleneck is the quantum part rather than
the classical part, specifically the modular exponentiation used to create the
‘black boxes’ implementing controlled versions of f, f2, f4, f8, . . . . Using naive
multiplication, this takes O(n3) time, which is a significant improvement over
the O(2

3
√
n) running time of the fastest known classical algorithm, the general

number field sieve. Using a more sophisticated multiplication algorithm, itself
based on the (classical!) Fast Fourier Transform, this can be further reduced to
O(n2 log n log log n).
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4.3 Applications to cryptography

The idea of public-key cryptography is that one can devise two functions, namely
a public encryption function f and a private decryption function g, with the
following properties:

• g ◦ f is the identity function.

• Without knowledge of g, it is infeasible to compute x given f(x).

With these two functions, you can publish f and retain g, enabling people
to encode messages in such a way that only you can decrypt them. The most
popular public-key system is the RSA algorithm, first published in [4]. The
descriptions of f and g are as follows:

• f(x) = ex mod N

• g(x) = dx mod N , where d is the multiplicative inverse of e modulo φ(N).

It is easy to compute multiplicative inverses if and only if you know φ(N),
which is tantamount to being able to factorise N . If you keep the prime factors
p and q secret, and only publish the product N = pq and encryption exponent
e, then it is impossible for your opponents to compute the decryption exponent
d without factorising N . By choosing p and q to have hundreds of digits, this is
currently infeasible on a classical computer, so RSA is believed to be secure. On
the other hand, possession of a quantum computer would render this problem
tractable and RSA insecure.

A variant of public-key cryptography is the concept of a digital signature.
Suppose you wrote a document D, and wanted to prove that no-one has tam-
pered with the contents. This is generally accomplished using the following
method:

1. Use a cryptographic hash function H to produce an integer h = H(D).
Given h, it is infeasible for someone to create an alternative document D′

which yields the same hash h.

2. Compute s = g(h). Given a hash h, only someone with knowledge of g
can compute g(h).

3. Publish the triple (D,h, s).

Now, to check the digital signature, someone merely needs to verify that h =
H(D) and h = f(s). Digital signatures cannot be forged except by determining
the private function g.

The most popular digital signature algorithm is called elliptic curve DSA,
and relies on the difficulty of solving the discrete logarithm problem: given
points a and b on an elliptic curve, determine a positive integer s such that
as ≡ a ? a ? · · · ? a︸ ︷︷ ︸

s copies

= b. Here ? refers to the standard Abelian group operation

on elliptic curves, defined by imposing a?b?c = 0 for all triples a, b, c of collinear
points. 0 is a distinguished ‘identity’ point on the curve, which must be a point
of inflection. Figure 13 shows how to compute the elliptic curve group operation.

15



Figure 13: To compute a ? b, first draw a line through a and b to intersect the
curve again at a point c satisfying a ? b ? c = 0. If we subsequently draw a line
through 0 and c, it will intersect the curve again at the inverse of c, namely
a ? b.

Recall that the discrete logarithm problem asks for s such that as = b.
Using the phase estimation algorithm, we can already determine the order r
of a (such that ar = 0); this is precisely the same method as used earlier
for order-finding, but applied to the bespoke elliptic curve group instead of
the multiplicative group Z×N . Determining s is only slightly more complicated,
involving a variant of this algorithm with two control registers x1 and x2 instead
of one. Specifically, our black box U maps (x1, x2, y) to (x1, x2, y ⊕ f(x1, x2)),
where f(x1, x2) = ax1bx2 . Applying the inverse Fourier transform to each of
the control registers and measuring the result gives phase estimates of sl

r and
l
r , which can be used to deduce s given our knowledge of the order r.

Given that the advent of a large-scale quantum computer would compromise
both RSA and elliptic curve DSA, two of the most widespread cryptographic
algorithms in use, alternative cryptosystems are being researched. In particular,
it is desirable to have a cryptosystem whose security is derived from the difficulty
of a problem not known to lie within the complexity class BQP (problems soluble
in polynomial time on a quantum computer with arbitrarily low probability of
error). NP-complete problems such as finding a Hamiltonian tour of a graph
are believed to lie outside BQP, so these would be ideal candidates. One such
post-quantum cryptosystem, called NTRU [5], is predicated on the difficulty of
the NP-hard problem of finding the shortest vector in a lattice given a set of
generators.

Whilst it is unlikely that quantum computers could provide the exponen-
tial speedup required1 for a polynomial-time solution, they can still offer a

1Assuming P 6= NP
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quadratic speedup of many classical problems, namely those involving a ‘brute-
force’ search. In the following section we describe such a procedure, Grover’s
algorithm, and prove its optimality.

5 Grover’s quantum search algorithm

At the time of writing, a disproportionate amount of the world’s computing
power is expended on performing brute-force searches necessary to maintain and
generate the virtual currency, Bitcoin. We will use this as a worked example
to motivate the quantum search algorithm, although it should be clear that its
applications are much more general, ranging from finding Hamiltonian cycles to
determining how proteins fold in nature.

Figure 14: Brute-force algorithm used in Bitcoin mining.

Figure 14 explains the principles involved. We randomly (or systematically)
test many different values of the string x until finding one with the property that
the SHA-256 cryptographic hash h = H(px) (which can be interpreted as a real
number in the interval [0, 1]) is less than the target δ. Given that cryptographic
hashes are designed to be uniformly distributed, the probability of success is δ
for a randomly-chosen x; the expected time before a solution appears is therefore
Θ(δ−1). At the time of writing, δ−1 ≈ 266, so this is incredibly time-consuming.

The current approach favoured by Bitcoin miners is to have K processors
searching in parallel (for some large positive integer K), thereby reducing the
expected time to Θ((Kδ)−1). Even with a million processors running in parallel,
however, this will still take a painfully long expected time of ≈ 246 before a
solution is found. We shall now examine a quantum algorithm which requires
only Θ(δ−

1
2 ) hash operations, that is to say ≈ 233 – significantly more reasonable

than the classical case.
It is convenient to abstract the mechanism of computing the hash h and

comparing it against the target δ, treating it as a classical reversible ‘black box’
called an oracle, O. This takes the input |x〉 and target qubit |q〉, outputting
|x〉 and |q ⊕ f(x)〉, where f(x) = 1 if x is a solution and f(x) = 0 otherwise. If
we let q = 1√

2
(|0〉 − |1〉), then q ⊕ f(x) = (−1)f(x)q. Up to an irrelevant global

phase factor, the oracle leaves q unchanged and has the following effect on x:
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O : |x〉 7→ (−1)f(x)|x〉

Consequently, the action of O on the Hilbert space is to negate the coordi-
nates (in the computational basis) corresponding to solutions, and to leave all
other coordinates invariant. Let |α〉 be the equal superposition of all computa-
tional basis vectors corresponding to non-solutions, and |β〉 be the equal super-
position of all computational basis vectors corresponding to solutions. More-
over, let |γ〉 be the equal superposition of all states, as produced by applying
Hadamard gates to an initial state of |000 . . . 0〉. The two-dimensional subspace
of Hilbert space spanned by |α〉 and |β〉 is shown in Figure 15.

Figure 15: The two-dimensional subspace spanned by the superposition |β〉 of
all solutions and the superposition |α〉 of all non-solutions.

The oracle O acts on this subspace by mapping a|α〉 + b|β〉 to a|α〉 − b|β〉,
corresponding to reflection in the |α〉-axis. Now, if we can also reflect in the
|γ〉-axis, then by alternately reflecting in the |α〉- and |γ〉-axes, we can gradually
rotate towards |β〉. Fortunately, reflecting in the |γ〉-axis is straightforward to
implement. Specifically, let P be the controlled phase gate which maps |0〉 7→ |0〉
and |m〉 7→ −|m〉 for all m 6= 0. In other words, P is a reflection in the |0〉-axis.
Since the Hadamard gate H interchanges |0〉 and |γ〉, the conjugation HPH−1

is a reflection in the |γ〉-axis as intended.
We define the Grover operator G = HPH−1O, which acts on the subspace

by rotating anticlockwise through θ = arcsin(2
√
δ(1− δ))2̃

√
δ (where δ � 1 is

the proportion of possible inputs which are solutions). Hence, by repeating G

roughly π
4

√
1
δ times to an initial state of |γ〉, the resulting state is extremely close
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to the superposition |β〉 of all solutions. Performing a projective measurement in
the computational basis will then collapse the state vector to a random solution
with high probability.

One might hope, by analogy with Shor’s algorithm, that it is possible to
achieve an exponential speedup for brute-force searching, rather than the com-
paratively disappointing quadratic speedup offered by Grover’s algorithm. Un-
fortunately, it has been proved in [6] that Grover’s algorithm is optimal. This
proof implicitly assumes that the search algorithm uses a black-box oracle and
does not exploit the structure of the problem, since otherwise a proof of opti-
mality would implicitly entail P 6= NP as a trivial corollary.

6 Fault tolerance

One of the major challenges afflicting development in quantum computing is
the difficulty of preventing errors from occurring. In principle, we distinguish
between faults, which are rare occurrences such a qubit spontaneously flipping
when bombarded by a stray photon, and small systematic inaccuracies in indi-
vidual gates caused by (for example) inability to control the precise temperature
of the components. Inaccuracies do not affect classical digital machines; this is
manifest in digital radio, the quality of which is completely unperturbed by
background noise, the scourge of analogue radio.

Systematic inaccuracies can only be reduced or removed by the use of a
better physical implementation. We shall see in the final section how topological
quantum computation facilitates exact unitary operations, not subject to the
same inaccuracies plaguing more traditional implementations such as the ion
trap, optical photon computing, and nuclear magnetic resonance.

Faults, on the other hand, can be minimised irrespective of implementation
by a technique known as error-correcting coding. This is a classical concept
utilised in a vast gamut of applications ranging from ISBN barcodes to the en-
coding of images sent from the Voyager probes. We shall begin by considering
the simplest classical code, the repetition code, followed by the more sophisti-
cated and efficient Hamming code H(7, 4). More remarkably and excitingly, we
shall see how there is a direct quantum analogue capable of correcting arbitrary
faults to individual qubits: the nine-qubit Shor code and seven-qubit Steane
code are based on the aforementioned repetition code and Hamming code, re-
spectively.

6.1 Classical error-correcting codes

A channel is an abstract mathematical model of a telecommunications wire,
where one can send information subject to occasional errors due to background
noise. For example, the binary symmetric channel with error probability p� 1
has a single input and a single output. It behaves as the identity function with
probability 1−p, and with probability p behaves as a NOT gate, randomly flip-
ping the bit. Since p is taken to be very small, these ‘errors’ occur infrequently.

Suppose, for concreteness, that p = 10−6 and we want to send 108 bits of
information through the channel. Now, the expected number of errors is 100,
which is disastrous for sending fragile data such as a computer program (where
a single misread bit would cause a complete failure). An alternative to sending
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the program once is to send three copies of each bit. In particular, we represent
the logical bit 0 with the physical triple 000, and 1 with 111. This is transmitted
down the noisy channel. The receiver then checks each triple of physical bits,
interpreting it as logical 0 if there are at least two zeroes (i.e. physical 000, 001,
010 or 100), and as logical 1 if there are at least two ones (i.e. physical 111,
110, 101 or 011).

Figure 16: The four lighter cubes correspond to logical 0, with the lightest being
the logical 0 as sent by the transmitter (physical 000). As long as at most one
of the three bits is corrupted, it will still correspond to logical 0 and thus be
interpreted correctly. An analogous situation occurs for the darker cubes, which
represent logical 1.

This is known as the repetition code for obvious reasons, and represented
visually in Figure 16. A (logical) bit is only misinterpreted if at least two of
the bits in the encoding are corrupted. This occurs with probability 3p2 − 2p3,
which in the previous example means that the expected number of fatal errors
is 3× 10−4 – a vast improvement!

An unfortunate aspect of the repetition code is that it takes three times
longer to send a message. We can circumvent this by encoding multiple logical
bits in the same word, rather than just one. A particularly elegant method is the
Hamming code H(7, 4), where we encode quadruples of logical bits in septuples
of physical bits. This is only 7

4 times longer than the original message, rather
than 3 times longer. In particular, to send the four logical bits d1, d2, d3, d4, we
append three additional ‘check bits’ p1, p2, p3 determined as follows:

• p1 = d1 ⊕ d2 ⊕ d4
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• p2 = d1 ⊕ d3 ⊕ d4

• p3 = d2 ⊕ d3 ⊕ d4

In the repetition code, the two codewords 000 and 111 have the property that
the minimum distance between any two distinct codewords is 3. This means
that radius-1 ‘balls’ centred on the codewords are disjoint, so we can correct
single-bit errors. The sixteen codewords of the Hamming code have the same
property, so two or more of the seven physical bits need to be corrupted to
cause an error in the corresponding logical bits as interpreted by the receiver;
consequently, the probability of a particular logical bit being misread is again
O(p2).

A similar but more complicated code called the binary Golay code encodes
12 logical bits as 23 physical bits, with the property that any two of the 212

codewords are separated by a distance of at least seven. This means that up to
three errors in each word can be corrected, so the probability of an erroneous
interpretation is as low as O(p4). The Golay code, Hamming code and repetition
code are all linear, meaning that the encoding map Fm2 → Fn2 is linear (treating
the m logical bits as a vector in Fm2 and the n physical bits as a vector in Fn2 ).

6.2 Quantum error-correcting codes

Suppose we wanted to create a quantum analogue of the repetition code. Naively,
one would like to produce three copies of a qubit, transmit them through a
channel, and apply some sort of majority voting at the receiving end. This, of
course, is fundamentally impossible due to the no-cloning theorem preventing
the triplication of qubits in the transmitter, as well as the Uncertainty Principle
preventing an exact measurement of the quantum state in the receiver.

A second possibility is to build the repetition code as a classical reversible
circuit, and then exploit the fact that all classical reversible circuits are quantum
circuits. This yields the three-qubit bit flip code, shown in Figure 17. This
protects against single-qubit errors caused by the ‘flip channel’ which randomly
applies a Pauli-X matrix (the quantum analogue of the negation in the binary
symmetric channel) to a qubit with probability p, and leaves the qubit unaffected
with probability 1− p.

Figure 17: The three-qubit bit flip code. The ‘resistor’ symbol represents a noisy
channel analogous to the binary symmetric channel.

Unfortunately, other errors are possible. Consider, for example, the ‘phase
channel’ which randomly applies a Pauli-Z matrix instead of the Pauli-X matrix.
These errors are not corrected by the bit flip code, but it is trivial to design a
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similar three-qubit phase flip code by conjugating the channel with a Hadamard
transform. This variant is shown in Figure 18.

Figure 18: The three-qubit phase flip code. This protects against faults corre-
sponding to Pauli-Z operations.

In [7], Shor proposed nesting the bit-flip code and phase-flip code in a process
known as concatenation. The resulting nine-qubit code is called the Shor code,
and is consequently able to correct faults corresponding to the Pauli-X matrix,
the Pauli-Z matrix, and their composition (the Pauli-Y matrix). Remarkably,
since every matrix in U(2) can be written as a linear combination of the identity
matrix I and the three Pauli matrices X,Y, Z, the Shor code actually corrects
an arbitrary error affecting a single qubit! Figure 19 gives a schematic of the
encoding and decoding circuits.

Figure 19: A circuit for implementing the Shor code, a scheme which represents
each logical qubit with nine physical qubits. An arbitrary fault in any one of
those qubits does not affect the outcome.

The following year, Steane found a slightly more efficient quantum code,
representing each logical qubit with seven physical qubits as opposed to nine.
The Steane code is a special case of a family of codes, called CSS codes, obtained
from classical linear codes. An even more efficient code uses just five physical
qubits for each logical qubit, but is not as compatible with fault-tolerance so is
of less interest than the Steane code.
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By concatenating quantum codes recursively, we can minimise the effects of
faults to an arbitrary extent, provided that the individual components have a
sufficiently low failure probability (roughly 10−4); this is known as the threshold
theorem. Many current implementations of quantum computers are unfortu-
nately worse than this bound, and are therefore not particularly scalable. In
the following section, we explore Kitaev’s theory of topological quantum com-
putation which offers a method to realise exact quantum gates with negligible
probability of failure.

7 Topological quantum computation

We saw in the previous section that there exist two distinct types of errors,
namely random faults and systematic inaccuracies. One proposed solution to
both of these problems is topological quantum computation, where we perform
calculations by winding particles around each other. The underlying principle
is that if two such motions differ by a homotopy, then they represent identical
computations.

Since we are now actually interested in the physical implementation, rather
than the abstract theory of quantum computation, we shall motivate this by
the discussion of non-Abelian anyons: quasiparticles believed to exist in certain
supercooled physical systems and capable of facilitating the construction of a
fault-tolerant quantum computer.

Non-Abelian anyons are a generalisation of the more common notions of
bosons and fermions, particles whose quantum spins are integers and half-
integers, respectively. To see how they differ, imagine we have n identical
particles in space as shown in Figure 20.

Figure 20: Identical particles A and B are interchanged by the motion σ1.

The state of the system is represented by a normalised wavefunction |ψ〉.
What happens to the wavefunction when we apply the motion σ1, interchang-
ing particles A and B? It transpires that it depends on the particles. If they
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are bosons, such as photons, then the transposition has no effect on the wave-
function: |ψ〉 7→ |ψ〉. If they are instead fermions, such as electrons, then the
transposition causes the wavefunction to be negated: |ψ〉 7→ −|ψ〉.

In an attempt to generalise this, can we have particles which pick up an
arbitrary phase when interchanged, that is to say |ψ〉 7→ eiφ|ψ〉 for some φ
not divisible by π? Consider the composition of this transposition with itself,
namely the motion σ2

1 which moves the two particles completely around each
other, returning them to their original positions. In three dimensions, this
rotation is null-homotopic as we can contract the loop to a point by a homotopy.
Consequently, e2iφ = 1 and we disappointingly can only have bosons or fermions.

On the other hand, in two dimensions the motion σ2
1 is not null-homotopic

and we have a notion of the winding number of the particle A about the particle
B. Consequently, σ1 can apply an arbitrary phase eiφ to the wavefunction.
Recalling that the fundamental group of R2\{B} is the infinite cyclic group
Z, we can formally regard this as a homomorphism θ : Z → U(1) given by
n 7→ eniφ.

7.1 Braid groups

We have considered the situation where two particles can wind around each other
in two dimensions, giving rise to a natural realisation of Z as the group B2 of
motions, up to homotopy, permuting two particles. This generalises straightfor-
wardly to the braid group Bn of motions, up to homotopy, permuting n particles.
When n ≥ 3, this is more interesting since Bn is non-Abelian. The reason for
the term ‘braid group’ is that it is convenient to plot the particles as ‘world-lines’
in three-dimensional space, where one axis corresponds to time.

For the three-particle case, we have an operation σ1 interchanging the first
and second particles, and an operation σ2 interchanging the second and third.
Together these generate a non-Abelian group, subject to the braid relation
σ1σ2σ1 = σ2σ1σ2. This relation, shown visually in Figure 21, is necessary
and sufficient for a presentation of the braid group B3, and corresponds to per-
forming the third Reidemeister move in knot theory (passing a thread over or
under a crossing).

Figure 21: The braids σ1σ2σ1 and σ2σ1σ2 are equivalent up to homotopy, so
correspond to the same element in the braid group B3.

Similarly, the presentation of the braid group Bn has n − 1 generators la-
belled from σ1 to σn−1, and n− 2 relations of the form σiσi+1σi = σi+1σiσi+1.
Imposing the further n − 1 relations σ2

i = 1 would collapse it into the finite
symmetric group Sn, which can equivalently be realised as the quotient of Bn
by the pure braid group (braids which return all n particles to their original
positions).
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In the previous example of two dimensions, we had a homomorphism from
the braid group B2 to the unitary group U(1). More generally, in topological
quantum computation we consider particular d-dimensional unitary representa-
tions θ : Bn → U(d) of the braid group Bn. One motivating example is that
of Fibonacci anyons, where the dimension of the associated Hilbert space is the
Fibonacci number d = Fn+1. Since this is the unique simplest theory of non-
Abelian anyons capable of universal quantum computation, we shall explore the
aspects of topological quantum computation within this framework; neverthe-
less, these concepts generalise to arbitrary theories of non-Abelian anyons.

7.2 Fibonacci anyons and fusion trees

The Fibonacci anyon model is a simple system of non-Abelian anyons described
in [8]. It is of theoretical interest since it facilitates universal quantum computa-
tion, and of practical interest since it has been proposed as a model of particular
physical phenomena (namely certain quantum Hall states). Consequently, if the
quantum Hall effect does indeed follow the Fibonacci anyon model, it could con-
ceivably be used to construct a real-world topological quantum computer.

There are only two different types of particle, namely the trivial particle
1 and the non-trivial Fibonacci anyon τ . The trivial particle behaves like a
vacuum, having no effect whatsoever on the surroundings. By contrast, non-
trivial particles can interact non-trivially by braiding in the manner described
above. Since combining two particles should yield a composite particle, we
obtain a set of fusion rules describing how particles can fuse. In particular, if
either of the two constituent particles is trivial, then the composite particle is
identical to the other constituent particle. This gives three of the four fusion
rules, written as follows:

• 1⊗ 1 = 1

• 1⊗ τ = τ

• τ ⊗ 1 = τ

What remains is to specify how two τ -particles can combine. In the Fi-
bonacci anyon model, they can either fuse to give another τ -particle or mutually
annihilate to give a trivial particle:

• τ ⊗ τ = τ ⊕ 1

The notation may seem slightly unusual, until one realises that ⊕ and ⊗ are
precisely the operations of direct sum and tensor product, respectively, on the
associated Hilbert space. We formalise this as a monoidal category, in which the
objects are the particles 1 and τ , equipped with an associative tensor product.
We depict a particular basis state of the universe as a fusion tree, where edges
correspond to particles, with the elementary particles at the top and the fusion
of all particles at the bottom. Vertices of the fusion tree are trivalent (it is
a binary tree) and corresponds to the fusion of two particles. The F3+1 = 3
possible fusion trees of a particular shape on 3 τ -particles are shown in Figure 22.

These three fusion trees form a basis for the 3-dimensional Hilbert space of
possible ways in which three τ -particles can fuse. We can also draw the three
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Figure 22: The three possible fusion trees of shape (τ⊗τ)⊗τ on three τ -particles.
The labels |0〉, |1〉 and |N〉 will be explained shortly.

fusion trees of the shape τ ⊗ (τ ⊗ τ), that is to say where the rightmost two
particles are fused first, rather than the leftmost two particles. This gives a
different basis for the same Hilbert space; the change of basis is given by an
F -matrix. There is an F -matrix for each possible combination of three input
particles and one output particle. In order for the F -matrices to be consistent,
the ‘pentagon’ diagram in Figure 23 must commute.

Figure 23: The pentagon relations give constraints on the entries of the F -
matrices.

If any of the three particles to be fused are trivial, the corresponding F -
matrix must be the identity. Together with the pentagon equations, we can
determine the entries of F ττττ (the only non-identity F -matrix in the Fibonacci
anyon model). Specifically, we obtain the following equation:

(F ττττ )11 = (F ττττ )1τ (F ττττ )τ1

This means that F ττττ is the Hermitian unitary matrix with the following
coefficients, where φ = 1

2 (
√

5 + 1) is the positive real root of φ2 − φ− 1:
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F ττττ =

(
φ−1

√
φ−1√

φ−1 −φ−1

)
It seems initially useless to consider F -matrices, since in topological quantum

computation we have a fixed set of disjoint particles braiding around each other,
and therefore never change the fusion order. The reason for including fusion in
our theory is because it imposes a further consistency condition on the matrix
representations of braiding operations, namely that a certain hexagon diagram
commutes.

Specifically, suppose particles a and b fuse to yield a third particle c. If we
instead interchange a and b with an anticlockwise braid before fusion, it would
alter the wavefunction by a phase Ra,bc . Since a and b must be non-trivial for this
phase to differ from the identity, the only non-trivial phases in the Fibonacci
anyon model are Rτ,τ1 and Rτ,ττ . We can compute these phases from the hexagon
diagram shown in Figure 24.

Figure 24: The phase imparted by braiding particles must be consistent with
the hexagon diagram commuting.

Solving the relevant equation, we find that Rτ,τ1 = e
4
5πi and Rτ,ττ = e−

3
5πi.

These phases, together with the F -matrix we derived earlier, will prove invalu-
able in the next subsection, where we see how to implement quantum gates by
braiding.
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7.3 Computing with Fibonacci anyons

Recall that a pair of particles can only exhibit Abelian behaviour due to B2 = Z
being Abelian. Consequently, to represent an individual qubit, it is necessary
to involve at least three particles. Returning to Figure 22, we referred to the
three fusion trees as |0〉, |1〉 and |N〉. The first two of these states are the two
states of a logical qubit; the third is a ‘noncomputational’ state that cannot be
reached due to conservation of the overall particle type (1 cannot transmogrify
into τ or vice-versa), sometimes known as the quantum number.

The braid σ1 is a clockwise rotation of the leftmost two particles, so its
matrix is diagonal with entries corresponding to the phases Rτ,τ1 and Rτ,ττ (but
reversed since R-moves are anticlockwise whereas σ1 is a clockwise twist, by
convention):

σ1 =

e− 4
5πi 0 0

0 e
3
5πi 0

0 0 e
3
5πi


The matrix for σ2 can be derived by conjugating σ1 with the F -matrix:

σ2 =

 e
4
5πiφ−1 e

3
5πi
√
φ−1 0

e
3
5πi
√
φ−1 −φ−1 0

0 0 e
3
5πi


Fortunately, this pair of single-qubit ‘gates’ generates a dense subgroup G

of the Bloch sphere, so any single-qubit unitary gate can be approximated to
any desired accuracy. We can also braid particles belonging to different qubits,
enabling the entanglement necessary for universal quantum computation. As
a proof of concept, an approximate controlled-twist operation is given in [9],
which takes advantage of the fact that the inner pair of particles in a qubit is 1
if the qubit represents |0〉 and τ if it represents |1〉.

7.4 Resilience to errors

Observe that topological quantum gates are necessarily exact, since the com-
putation only depends on paths up to homotopy and is therefore invulnerable
to small perturbations. Recall that by the Solovay-Kitaev theorem, the cost of
implementing a given gate (such as the π

8 -gate T , which cannot be implemented
exactly from composing finitely many copies of σ1 and σ2) to a particular pre-
cision ε only requires a number of braids polynomial in log 1

ε .
The other feasible type of error is that of a random fault. As mentioned

earlier, this can only happen in a topological quantum computer if particles
braid non-trivially. If we keep the quasiparticles well separated, then the prob-
ability of this error occurring can be made negligibly small. There is, however,
a caveat. Quasiparticle-quasihole pairs can be spontaneously created, which
move around slightly before colliding and mutually annihilating. One potential
source of concern would be if the virtual quasihole instead annihilated with an
original quasiparticle in our computer, or alternatively if a virtual pair wrapped
non-trivially around an existing quasiparticle before annihilating. These two
possibilities are shown in Figure 25.
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Figure 25: Time flows upwards. Quasiparticles are represented by upward ar-
rows, and quasiholes (antiparticles) by downward arrows.

The left-hand diagram looks initially worrying, since the original quasipar-
ticle is destroyed, leaving one member of the virtual pair to continue freely.
The right-hand diagram also initially seems to be a cause for concern, since the
loop traced by the virtual pair is not null-homotopic. Fortunately, we know
that the total quantum number (1 or τ , or some linear superposition thereof)
of the system must be conserved. Since there is only one input and output
quasiparticle, the entire state before and after the interaction is described by
the total quantum number and therefore the interaction has no effect. The only
problematic interactions are those where a virtual pair manages to interact with
more than one permanent quasiparticle; this can be avoided by maintaining a
large separation.

Another potential problem addressed in [9] is the creation of stray permanent
quasiparticles due to thermal excitations. These can be avoided by maintaining
an extremely low temperature to prevent the system from leaving the ground
state. With the combination of low temperature and large separation, we can
reduce the probability of faults to far below the fault tolerance threshold nec-
essary for error-correcting coding to prove effective.

8 Conclusion and future developments

As we have seen, there are several quantum algorithms which provide profound
speedups versus the best known classical algorithms; consequently, the advent of
quantum computing would have repercussions in disciplines ranging from cryp-
tography to biochemistry. The largest current challenge is to actually realise a
physical quantum computer. This has been done on small scales, demonstrat-
ing (for example) the use of Shor’s algorithm to factorise the numbers 15 and
21, but this is currently the limit with present technology! We have seen how
fault-tolerant and topological quantum computation are promising for building
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a scalable quantum computer, but it is currently unknown whether non-Abelian
anyons even exist. There is reasonable evidence that ν = 5

2 fractional quantum
Hall states may involve non-Abelian anyons called Ising anyons, but unfortu-
nately braiding Ising anyons alone is incapable of realising a universal set of
gates. Slightly weaker evidence exists for ν = 12

5 fractional quantum Hall states
containing Fibonacci anyons, which would of course be ideal since they are
known to be universal.
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