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ABSTRACT
The Remote Compiler Collection, hereafter referred to as
“rcc” is a tool for developers whose primary development
environments reside on thin-clients or embedded systems.
The tool uses network resources to compile large amounts
of code with higher power machines. It abstracts away all
networking and compilation details from the user.

Rcc is a publicly available piece of open source software.
Anyone in the world can access the source code from its
public repository [1]. It is licensed under the GNU General
Public  License  V3  [2]  and  is  available  for  redistribution
with the appropriate credit given.

1. INTRODUCTION
Computers  have  gotten  more  and  more  powerful
throughout the years,  but  there is still  a market for  low-
power  consumption,  high  battery  capacity  machines.
Additionally,  even  though  the  average  laptop  these  days
may have many gigabytes of memory and fast processors,
these machines are no match for the raw computing power
of a server cluster or distributed system. Cross-compilation
has been an important part of software development since
the early 80’s, but there aren’t many tools designed for the
developer to write the code and build all from the target.
Rcc is an attempt to solve this problem.

2. DEVELOPMENT OF RCC
2.1 Vision
When  a  developer  wants  to  compile  a  C  program  in  a
UNIX-like  environment,  he/she  will  typically  invoke  the
GNU C Compiler (gcc).  This is invoked on the command
line by entering:

gcc input.c 

This  command  will  begin  compilation  of  the  file on  the
user’s local machine. The idea behind rcc was to perform
the same task with the same style of invocation:

rcc input.c

Instead of compiling locally, rcc would work by exporting
the actual work of the compilation to another computer or
multiple computers,  then importing the resulting binary.
For sufficiently large projects, the overhead of networking
the data would not adversely affect the overall  latency of

the source code to binary step. This method of compilation
would be achieved with a client-server relationship where
the client is totally agnostic of the compilation details and
the server performs all the processor-intensive work.

2.2 Code
Rcc  is  written  entirely  in  C.  It  uses  a  structured
programming  paradigm  and  is  designed  to  operate  like
other  POSIX  compliant  command  line  tools.  Some  open
source libraries are used for the SSH protocol, command
line  option  parsing,  and  configuration  files  parsing.  The
only non-standard library that rcc currently depends on is
libssh [3].

3. OPERATION

3.1 Front-end
The client-side of rcc is relatively simple. Several options
can  be  set  with  a  configuration  file:  target  architecture,
server  IP/hostname,  sever  port,  etc.  These  options  are
loaded  into  the  program  on  execution,  though  they  are
overridden by any command line arguments supplied by
the user. From running rcc --help:

Usage: rcc [options] file...
Options:
  -a <arch> Target binary architecture
  -h <host> rcc server hosted at <host>
  -p <port> rcc server running on <port>
  -c <CFLAGS> flags to pass to compiler
  -l Compile the code locally
  -o <file> Place the output into <file>
  -v Verbose output
  --help Print this help

 The  program  then  establishes  an  SSH  session  with  the
server – asking for a password if keys are not set up. The
program  takes  the  input  file  and  sends  it  to  the  remote
machine using SCP. Then, it sends a compile command to
the remote machine to start compilation. Once the binary
files are returned to the client, the client will link in any
local libraries that are needed.

3.2 Back-end
The server-side of rcc can be very simple or very complex
depending on implementation. A simple use case would be

http://www.int-ma.in/
mailto:john@int-ma.in


just  having  the server compile for  its  native architecture
and send the output back to the client. A complex use case
would be having the server distribute a cross-compilation
job across an entire cluster or server farm and send the
output back to the client. The server can support as many
or as few architectures as it wants – but the binary path of
the  compiler  must  be  defined  for  any  supported
architecture. For example, if a client wants to compile for
ARM and the server supports that, it must have the path to
the cross-compiling toolchain. These paths can be defined
in the configuration file. The server will only perform the
assembly of the code and will leave library linking to the
client.  To send  the output  back,  the  server leverages the
existing SSH session between it and the client.

4. PERFORMANCE
The  performance  of  rcc  will  vary  greatly  depending  on
several factors including network speed, server processor
speed  and  memory,  size  of  the  source  code,  and  target
architecture.  The  tables  below  show  why  rcc  may  be
advantageous for larger projects, but the overhead of the
network  transfer  may have a  negative impact  on  latency
when compiling small projects. For rcc compile times, the
transfer time over the network is included. Three different
machines were used for testing: 

• Nanos (Single core, 400MHz, Ethernet 85Mbits/s)
• Laptop (Four core, 2.3GHz, WiFi 17Mbits/s)
• Desktop (Eight Core, 3.6GHz, Ethernet 85Mbits/s)

Table  1.  Relative  compile  times  for  a  C  program
containing approximately  600 lines of code

Time (s) Nanos Laptop Desktop

Local gcc 3.37 0.17 0.10

rcc 1.03 0.71 N/A

Table  2.  Relative  compile  times  for  a  C  program
containing approximately  393,000  lines of code

Time (s) Nanos Laptop Desktop

Local gcc 2,819.11 107.86 58.05

rcc 95.46 84.71 N/A

Clearly, in some cases, rcc can cut compile time down by a
lot. In the larger C program (Table 2), the Nanos took over
45 minutes to compile, but with rcc shipping the job over
to the Desktop, the whole process tool about a minute and a
half  –  about  3%  as  much  time  as  compiling  locally!
However,  if  the  program  is  relatively  small,  rcc  will  not

improve the compile time as much, and in some cases will
make it worse. We can see that when the laptop used rcc
for the smaller C program (Table 1), it was about four times
slower than compiling locally. A contributing factor to this
is likely that the network throughput over the laptop's WiFi
was relatively low – contributing a lot too the overhead of
rcc.

Unfortunately,  I  was  unable  to  experiment  with  more
forms  of  compilation  on  the  server-side  due  to  time
restrictions.  In  the  future,  testing  distributed  compiling
across many computers using software such as distcc [4]
may yield very interesting results.

5. FUTURE DEVELOPMENT
There are many features of rcc that were supposed to by
this  point,  but  had  to  be  pushed  back.  Currently,  the
program  uses  the  ssh  protocol  exclusively  for
communication  between  the  client  and  the  server.  This
should be expanded to also work with HTTP and HTTPS
protocols  –  similar  to  how  git  operates.  Also,  there  is
currently  no  support  for  file  compression  or  integrity
checking in rcc. File compression may help quite a bit in
networking overhead, though it would add computational
overhead.

In the future, it would also be nice to have a true daemon
process running  on the  server side,  ready to  take a new
compilation request whenever one was sent.

Development  is  slated  to  continue  and  hopefully   the
program  will  evolve  into  a  more  mature  and  useful  tool
than it is at this time.

6. SUMMARY/CONCLUSION
While rcc is still a very immature tool, the test results show
enormous  promise  –  especially  in  environments  with
extremely fast networks and powerful servers. With further
development and clever solutions to the many challenges
associated with software like this, rcc could become a very
useful  tool  for  leveraging  the  power  of  many networked
computers.
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